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Abstract 

The ability to leverage nonlinearity is becoming ever more necessary as modern 

structures face increasingly demanding design requirements and extreme environments. 

To incorporate nonlinear behavior into the design process, it must first be characterized 

experimentally and represented in terms of an identified model form. This is accomplished 

with nonlinear system identification methods in which signal processing techniques are 

used to analyze nonlinear system responses and determine corresponding model 

parameters. Jointed structures exhibit nonlinear stiffness and energy dissipation that is 

typically represented in terms of quasi-linear modal properties, which are amplitude 

dependent extensions of the underlying linear natural frequencies and damping ratios. 

Many current methods for determining quasi-linear parameters operate on the derivatives 

of the amplitude and phase of an oscillating response signal. Approaches for estimating 

these quantities are very sensitive to noise and typically require additional steps to 

achieve reasonable results. This dissertation addresses these issues by detailing three 

new signal processing techniques for use in determining quasi-linear modal properties. 

The first contribution is a method for estimating amplitude and phase called the 

Short-time Hilbert Transform (STHT). This process is a generalization of the existing 

Hilbert Transform that combines it with the Short-time Fourier Transform to extract 

individual oscillations from the signal with time-frequency masking and to suppress end 

effect errors that arise in the results. While the STHT does still exhibit end effects, they 

only locally impact the edge and are removed from the rest of the signal. The included 
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case studies show that the amplitude and phase from the STHT are more accurate than 

those from the Hilbert Transform.  

The second contribution is an additional technique for characterizing oscillations 

that utilizes nonlinear optimization to fit piecewise polynomial representations of the 

amplitude and phase to local sections of the signal. Individual components of the signal 

can be reconstructed by performing the optimization in the frequency domain where 

specific frequency content can be minimized. While this process is more computationally 

expensive than the STHT, it completely avoids the end effect issues that are inevitable in 

any implementation of the Hilbert Transform. The case studies demonstrate how the 

optimization can be used to extract and integrate individual responses from measured 

acceleration signals.  

The third contribution is a new approach to determining quasi-linear modal 

parameters called QL-LSQ that operates directly on the measured signals instead of 

estimated derivatives of the amplitude and phase. This is accomplished by representing 

the stiffness and damping as B-spline curves that are fit to the response and force with 

linear least squares regression. The amplitude dependent representation of the quasi-

linear modal properties can be directly computed by defining the B-splines with respect to 

the response amplitude. In the cases studies, the STHT and optimization process are first 

utilized to extract the necessary response and force signals and form the associated 

amplitude. QL-LSQ is then used to determine the spline curve representations of the 

quasi-linear parameters which are shown to be smoother than those from existing 

methods. The last application demonstrates the effectiveness of QL-LSQ for forced 

response by using it to characterize the effects of modal coupling in experimental data. 
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 Introduction 

 Motivation 

Nonlinear analysis techniques have become a critical component of the design 

process as a means of producing efficient structures that are able to survive in 

challenging environments. While linear techniques are well understood and have been 

applied to great effect [1], their use inherently limits the scope of the design to 

operation within the linear regime. When faced with demanding requirements, this 

approach tends to result in over-built structures suffering from the inelegant solution 

of simply adding more material to increase strength and resilience. This tactic is 

effective up until the design objectives are simply impossible with linear techniques, 

in which case the only feasible path forward is to incorporate nonlinear behavior into 

the design process. 

A modern instance of this is hypersonic aircraft, a prominent example of which 

is the NASA X-43A concept shown in Figure 1. These aircraft must operate under 

extreme conditions brought on by traveling at speeds in excess of Mach 5. Of note 

are the skin panels, which must withstand significant pressure and temperature 

gradients across the exterior of the aircraft. A linear design is impractical as it would 

require panels that are very thick and stiff, drastically increasing the weight of the 

aircraft. Nonlinear analysis techniques are required to accurately characterize and 

model the thin and light skin panel that must be used, as they exhibit significant 

nonlinear dynamic behavior [2], including large deformations [3], [4] and buckling [5]. 
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Figure 1: Conceptual rendering of the NASA X-43A hypersonic aircraft. 

An area of nonlinear structural dynamics that has recently garnered significant 

attention is modeling the dynamic behavior of bolted joints [6], [7]. While linear 

analysis techniques are suitable for low-level responses, these can yield predictions 

that are off by several orders of magnitude if employed at high-level [8]. This type of 

behavior is shown in Figure 2, which depicts frequency response functions from a 

structure containing a jointed interface [9]. High- and low-level impact tests are given 

by the dots and the solid line, respectively. Compared to the more linear low-level 

impact, the high-level impact exhibits noticeable nonlinear characteristics in the form 

of a decrease in frequency and a somewhat counterintuitive decrease in amplitude by 

nearly a factor of two, indicative of increased damping in the system. 
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Figure 2: Typical behavior of structures with bolted joints, where high-level excitation can 

significantly activate the nonlinearity of a jointed interface [9]. 

 An explanation for this behavior requires a close examination of the physics 

occurring within the jointed interface. As depicted in Figure 3, assume two plates of 

material are joined by a tightened bolt. In the region marked in red near the through-

hole, the normal stresses due to the compressive load between the bolt head and the 

nut cause the contacting surfaces to statically stick together. If a tangential load is 

applied, marked in the figure by the horizontal arrows, regions further from the bolt 

have insufficient normal tractions to prevent minute displacements from occurring 

between the surfaces. This behavior, called micro-slip, results in small variations in 

joint stiffness and significant amounts of energy dissipation due to sliding friction [10], 

[11]. The curves in Figure 2 are indicative of these nonlinear response characteristics. 
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Figure 3: Diagram of a typical bolted joint. The stuck region is highlighted in red, while the microslip 

area is beyond that in black [10]. 

During the dynamic response of a structure, motion of material near a bolted 

joint will induce the tangential loads that cause micro-slip [12]. Assuming the response 

is harmonic for simplicity, the extent of the micro-slip region oscillates as the material 

periodically displaces and slips, causing the stiffness and energy dissipation of the 

joint to vary over a cycle of response. While it can be argued that the physical 

interactions governing the exact material behavior could theoretically be described by 

a system of nonlinear differential equations, the complexities in forming such a 

mathematical model are currently beyond our understanding [6]. A viable alternative 

technique that has been used to approximately model joint nonlinearity is the method 

of averaging [13]. In this process, nonlinear dynamic systems are characterized in 

terms of slowly varying parameters that capture the general trends of the nonlinearity 

while neglecting rapid, small scale variances. An example of this is shown in Figure 4 

which depicts a nonlinear system and its averaged representation, given by the blue 

and orange lines, respectively. The averaged solution is a slowly decaying curve, 

neglecting the superimposed small oscillation present in the original system.  



5 

 

 

 

 
Figure 4: Method of Averaging example. The averaged system, in orange, captures the underlying 

slowly varying drift in the original system, given in blue, while neglecting the small oscillations [14]. 

To characterize joint nonlinearity in terms of the method of averaging, slowly 

varying counterparts to the oscillating material motion and the micro-slip region size 

must be determined. Suitable options have been found to be the oscillation amplitude 

of the response and the average of the stiffness and energy dissipation computed 

over a cycle of response [15]. From these values a quasi-linear modal model for the 

joint can be constructed in terms of amplitude dependent effective natural frequency 

and damping ratio [16], [17]. This can be represented as in Eq. (1), in which a single 

degree-of-freedom (SDOF) modal equation of motion (EOM) has been augmented by 

an amplitude dependence, 𝐴, on the natural frequency and damping ratio. 

 �̈�(𝑡) + 2𝜁(𝐴)𝜔n(𝐴)�̇�(𝑡) + 𝜔n
2(𝐴)𝑥(𝑡) = 𝑓(𝑡) (1) 

At adequately low response amplitude the joint nonlinearity is weakly excited and the 

amplitude dependent parameters converge with the underlying linear natural 

frequency and damping ratio of the structure, reducing Eq. (1) to a standard linear 
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EOM. As response amplitude increases, the nonlinear effects of the dynamic micro-

slip region become more significant, driving the effective natural frequency and 

damping ratio away from the linear modal values. 

In practice, these amplitude dependent nonlinear modal parameters can be 

represented as in Figure 5, which shows several experimental results from a jointed 

benchmark structure [18], [19]. On the left side, the natural frequency consistently 

decreases at greater amplitudes, signifying a stiffness softening nonlinearity. At lower 

amplitudes, the frequency levels off and approaches a constant linear value. Similar 

behavior is exhibited by the damping, in that it deviates upward from a linear value as 

amplitude increases, reaching a maximum value nearly three times greater. To 

generate these amplitude dependent curves from measured response data, nonlinear 

system identification techniques are utilized. The following section presents a primer 

on various topics in this field. 

 
Figure 5: Typical amplitude dependent natural frequency and damping ratio curves. The various lines 

display results from impacts at a range of force levels [19]. 



7 

 

 

 

 Nonlinear System Identification Techniques 

In structural dynamics, nonlinear system identification (NLSID) techniques 

encompass a vast array of methods developed over the last 50 years for the purpose 

of characterizing some aspect of complicated structural response.  A thorough review 

tracking the evolution of NLSID approaches is presented in [20], [21], and guides to 

selecting and implementing various procedures are given in [22], [23]. In general, the 

goal of a NLSID method is to form a mathematical model that reproduces the behavior 

of some nonlinear dynamical system. As no single modelling technique can 

conceivably capture every possible nonlinear behavior, prior knowledge must be used 

to assume a specific model form that will best represent the physical characteristics 

of the system. This is as opposed to black-box modelling techniques which require no 

assumptions, but in return offer no insight into the nonlinear physics occurring.  

In assuming a model form, the mathematical basis can be either parametric or 

nonparametric. Parametric models are characterized by a set number of variables that 

can be tuned to alter the behavior exhibited by the model to best match the observed 

nonlinear system. For bolted joint nonlinearity, a review of the most commonly used 

parametric models are given in [24], with notable examples being the 4-parameter 

Iwan model [25], the Bouc-Wen model [26], and the Valanis model [7]. Conversely, 

nonparametric models are typically defined in terms of an arbitrary number of 

polynomial expressions. These are fit to the observed behavior by assigning 

coefficients that minimize the residual between the model and data, usually through 

some form of least squares regression calculation. 
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A majority of nonparametric NLSID approaches assume that the mathematical 

model can be constructed by introducing nonlinear polynomial response terms into an 

initially linear EOM. Likely the most well-known example of this type of nonlinear EOM 

is the Duffing Oscillator [27], which includes a cubic displacement term to augment 

the apparent stiffness of the system. Established methods of this sort that process 

time domain data include the Restoring Force Surface (RFS) method from Masri and 

Caughey [28] and Nonlinear Auto-Regressive Moving Average with eXogeneous input 

(NARMAX) from Leontaritis and Billings [29], [30]. Formulations based on frequency 

domain data are Nonlinear Identification through Feedback of the Output (NIFO) from 

Adams and Allemang [31], the Conditioned Reverse Path (CRP) method from 

Richards and Singh [32], and a recent development that combines those two, 

Nonlinear Identification through eXtended Outputs (NIXO) from Kwarta [33].  

The common thread running through each of these techniques is the 

assumption that the observed nonlinear behavior can be accurately represented by a 

set of nonlinear polynomials, which for convenience are usually taken to be quadratic 

and cubic terms of velocity and displacement. While straightforward, this approach is 

rather arbitrary and is only physically justifiable in certain experimental systems, such 

as with the geometric nonlinearity present in the ECL benchmark structure [34]. For 

general nonlinear systems, the inherent issue with these methods is that a model can 

be formed from any combination of polynomial terms, and there is little indication as 

to under what conditions, if any, the model will accurately reproduce the nonlinear 

behavior of the system. This difficultly is explored in detail with RFS in the next section. 
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An alternative class of nonparametric NLSID techniques instead assume a 

model form akin to the quasi-linear EOM derived in the previous section and shown in 

Eq. (1). These methods are essentially signal processing techniques that extract 

amplitude dependent modal parameters from measurements of a nonlinear system 

responding to some excitation. The overarching approach with these is to assume that 

the response can be represented by a nonstationary oscillation in terms of its 

amplitude and phase. By computing the rate of change of both, the instantaneous 

natural frequency and damping ratio can be determined at each point in time and 

amplitude.  

The signal processing techniques for performing this analysis are explored in 

detail in Section 1.2.2; a brief summary is given here. Typical approaches generally 

fall into two main classifications. The first, time-frequency methods, represent the 

measured response in terms of the frequency content present at each time sample, 

with the desired instantaneous values determined by tracking how that distribution 

evolves through time. The second set of methods are those that directly process 

recorded time domain data. In the most basic sense, this entails inferring frequency 

and damping from zero crossings and peak values in the signal. A more advanced 

approach is to use the Hilbert Transform to estimate the amplitude and phase of the 

signal. The numerical derivatives of each are then used to compute the instantaneous 

frequency and damping. While relatively straightforward and computationally efficient, 

these techniques tend to have difficulties with signals that contain significant noise 

and/or multiple oscillations, requiring intensive pre- and post-processing to overcome. 
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In the body of this work, a set of new NLSID techniques are proposed for the 

propose of identifying amplitude dependent modal parameters from measured 

nonlinear system response. The following sections detail existing techniques, RFS 

and FREEVIB/ FORCEVIB, and explore difficulties in each that warrant the creation 

of the proposed methods.  

 

1.2.1. The Restoring Force Surface Method 

RFS is a very attractive technique due to its intuitive derivation and ease of 

implementation. The basis for the method is to assume that the nonlinear system to 

be modeled can be represented by the single degree-of-freedom equation of motion 

given in Eq. (2), where �̈�(𝑡) is acceleration, 𝑓(𝑡) is external forcing, and 

𝐹NL(�̇�(𝑡), 𝑥(𝑡)), deemed the restoring force, characterizes all linear and nonlinear 

stiffness and damping properties of the system. 

 �̈�(𝑡) + 𝐹NL(�̇�(𝑡), 𝑥(𝑡)) = 𝑓(𝑡) (2) 

Typically, the form of the restoring force is assumed to be a combination of response 

terms, including the standard linear stiffness and viscous damping as well as nonlinear 

quadratic and cubic polynomials of displacement and velocity. This series of terms 

representing 𝐹NL is then shown as:  

 𝐹NL(�̇�(𝑡), 𝑥(𝑡)) = 𝑐0�̇�(𝑡) + 𝑐1|�̇�(𝑡)|�̇�(𝑡) + 𝑐2�̇�
3(𝑡) + 𝑘0𝑥(𝑡) + 𝑘1|𝑥(𝑡)|𝑥(𝑡) + 𝑘2𝑥

3(𝑡) (3) 

If the external force, 𝑓(𝑡), acceleration, �̈�(𝑡), velocity, �̇�(𝑡), displacement, 𝑥(𝑡), and 

linear coefficients, 𝑐0 and 𝑘0, are known, these terms may be collected on the right 
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side of the equation, leaving the nonlinear polynomials on the left. Putting this 

expression into a matrix form yields: 

 
[|�̇�(𝑡)|�̇�(𝑡) �̇�3(𝑡) |𝑥(𝑡)|𝑥(𝑡) 𝑥3(𝑡)] [

𝑐1
𝑐2
𝑘1
𝑘2

] = 𝑓(𝑡) − �̈�(𝑡) − 𝑐0�̇�(𝑡) − 𝑘0𝑥(𝑡) (4) 

In practice, each time-dependent variable is a tall column vector of values, sampled 

at discrete points in time. Collapsing the tall matrix on the left into 𝐏 and the vector on 

the right into 𝐔 simplifies the expression to be displayed as: 

 
𝐏 [

𝑐1
𝑐2
𝑘1
𝑘2

] = 𝐔 (5) 

The polynomial coefficients may now be determined via linear least squares 

regression by left-multiplying both sides by the pseudo-inverse of 𝐏, represented 

below with the dagger operator, †, and defined as 𝐏† = (𝐏𝐓𝐏)−𝟏𝐏𝐓. 

 
[

𝑐1
𝑐2
𝑘1
𝑘2

] = 𝐏†𝐔 (6) 

With the coefficient values, the nonlinear EOM may be utilized in a numerical 

integration scheme to simulate the response of the modeled system to an arbitrary 

external forcing. Several examples of applying this technique to model real structures 

are described in [9], [35]–[37].  

 While RFS generates a nonlinear EOM that can be readily integrated, the 

inherent difficultly is that the form of that equation must be assumed a priori. In the 

derivation above, a series of nonlinear polynomial terms were used, and a model was 
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formed by determining the coefficients with a least squares solution, but there is no 

guarantee that the model accurately emulates the nonlinear dynamics of the system.  

This issue was explored by the author in [38], in which RFS was implemented 

in an attempt to model the nonlinear response of a structure with a jointed interface. 

The structure is described in detail in [9]. Since the polynomial model form for general 

experimental data cannot be definitively determined, a Monte Carlo simulation was 

devised in which, in each iteration, a model form would be randomly generated and fit 

to the experimental restoring force. The models could contain anywhere from one to 

forty nonlinear terms and, to investigate the use of non-integer polynomial orders, 

exponents between 1.1 and 5 at 0.1 increments.  

In the most basic sense, it should be expected that the generated models would 

be capable of reproducing the nonlinear behavior that was used to form them, when 

subjected to the same excitation. Thus, to evaluate the accuracy of the RFS models, 

their dynamic response to the measured forcing was numerically simulated. As the 

nonlinear properties of interest are the amplitude dependent natural frequency and 

damping ratio, these quantities were computed from both the experimental and 

simulated responses. Error metrics were calculated for the least squares fit of the 

model to the restoring force, and between the instantaneous frequency and damping 

values from the simulation and experiment. 
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Figure 6: Frequency and Damping error vs restoring force error from 100,000 Monte Carlo 

simulations. The orange dots show the distribution of results from models containing only integer 
exponents, while the blue dots are from models that allow fractional exponents. 

The scatter plots in Figure 6 show the results of 100,000 different model forms, 

each from a separate Monte Carlo iteration. The left plot shows the distribution of 

frequency error verses restoring force error, while the right plot displays the associated 

damping error. In each, the blue dots are results from models that allowed fractional 

polynomial exponents, while the orange dots are for models with exclusively integer 

exponents. It is noteworthy that, in general, the fractional exponents produced more 

models that accurately fit the restoring force, as shown by a denser cluster of blue 

points on the left side of each plot compared to the orange points. However, this 

distribution also indicates a discrepancy between the ability of the models to fit the 

restoring force, and their accuracy in simulating the correct nonlinear characteristics 

of the experimental system.  
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If a direct relationship between the error metrics existed, a clear trend would be 

visible from the lower left to the upper right in the point distributions. Instead, no points 

landed in the lower left corner and the majority of the blue dots are clustered on the 

far left, displaying great fits to the nonlinear restoring force but middling frequency and 

damping accuracy. While some models were able to present the correct frequency 

behavior, given by the slightly prominent minimum in frequency error, these show a 

greater restoring force error than most of the models tested. In the damping plot, there 

is no minimum as none of the models closely followed the measured nonlinear curve. 

Thus, even after generating and trialing tens of thousands of random model forms with 

fractional exponents, none were found to closely reproduce both the amplitude 

dependent frequency and damping behavior observed in the measured data. This 

seems to indicate that a model’s ability to fit the restoring force does little to ensure 

that it properly exhibits the nonlinear characteristics of the observed system response. 

While NLSID techniques based on response polynomials are simple and 

intuitive, the requirement that the nonlinear model form must be assumed a priori 

introduces a significant level of uncertainty into the generated nonlinear model. The 

RFS case study above highlights one such method and demonstrates how challenging 

it can be to produce an arbitrary polynomial model that accurately reproduces 

nonlinear characteristic of an experimental structure. It was, in part, these difficulties 

that compelled the author to develop the proposed NLSID methods that are the topic 

of this dissertation.  
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1.2.2. Instantaneous Frequency and Damping  

Oscillating signals are encountered in a many different fields, notably AM/ FM 

radio communications, signal processing, biology [39], [40], particle physics [41], and 

of primary relevance here, structural dynamics. The simplest representation of an 

oscillation is in terms of its amplitude and phase. Assuming the form shown in Eq. (7), 

𝐴(𝑡) dictates the amplitude envelope and 𝜓(𝑡) defines the phase angle at time 𝑡.  

 𝑦(𝑡) = 𝐴(𝑡) cos(𝜓(𝑡)) (7) 

Typically, when analyzing some measured oscillation, the current value of the phase 

is unimportant. A much more useful metric for characterizing the signal is the 

instantaneous frequency, 𝜔, which can be defined as the derivative of the phase with 

respect to time. 

 
𝜔(𝑡) =

𝑑

𝑑𝑡
𝜓(𝑡) (8) 

Many techniques for estimating instantaneous frequency have been developed. A 

thorough review of these methods compiled by Boashash is presented in [42], [43]. 

For analyzing nonlinear structural dynamics measurements, where the goal is to 

determine the quasi-linear amplitude dependent natural frequency and damping ratio, 

the most widely used approaches are time and time-frequency methods.  

In general, time-frequency methods produce an array of values characterizing 

the frequency content in the signal of interest at each instant in time. Common 

numerical processes for computing these values are the Short-Time Fourier 

Transform [44] and the Wavelet Transform [45]. Significant oscillations in the signal 
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produce prominent ridges that progress through the time-frequency content. To 

extract precise estimates of the instantaneous frequency and amplitude, a technique 

known as synchrosqueezing can be employed [46]–[48], as well as a variety of other 

methods described in [49], [50]. Figure 7 depicts a typical result from time-frequency 

analysis [51]. The plot on the left presents a time signal that is sweeping in frequency 

while also changing in amplitude. The plot on the right, referred to as a spectrogram, 

is a visual representation of the frequency content verses time, as computed with a 

Short-Time Fourier Transform. The extracted instantaneous frequency is highlighted 

by the red line following the ridge in the spectrogram. Several examples that 

implement these processes for structural dynamics NLSID are in [52]–[54]. 

 
Figure 7: Left - A time domain signal with shifting frequency and amplitude. Right - Spectrogram of 

the signal showing how the amplitude and frequency evolve through time. [51] 

The other main class of methods used in structural dynamics are those that 

produce instantaneous values directly from the supplied time signals. Most of these 

methods are formulated to extract natural frequencies and damping ratios from free 

decay response. The simplest approach is to infer frequency from approximate zero 
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crossings and damping from log decrement, as done in [55]. While incredibly 

straightforward, this approach requires a high sample rate and low noise to ensure the 

selected points are near the true zeros and peaks. A slightly more sophisticated 

methodology that bypasses some of those difficulties is to employ a smoothing and 

interpolation scheme to estimate precise peaks and zero crossings, a process utilized 

by Jin in [56] and Londoño in [57]. In [58], Goyder proposed an algorithm that instead 

considers every point in the oscillation and curve fits natural frequency and damping 

terms to the signal with nonlinear optimization. A review of several other methods for 

estimating nonlinear modal parameters from free decay signals is presented in [59].  

A prevalent time domain method for determining instantaneous frequency and 

damping is through utilization of the Hilbert Transform. The Hilbert Transform is 

essentially a filter that shifts the phasing of a signal by one quarter of a period, putting 

it 90° out of phase with the original data. This process is defined mathematically in 

terms of a convolution as in Eq. (9), where 𝓗 is the Hilbert Transform, 𝑦(𝑡) is an 

arbitrary signal, and �̂�(𝑡) is its phase shifted counterpart. 

 
𝓗(𝑦(𝑡)) = �̂�(𝑡) =

1

𝜋𝑡
∗ 𝑦(𝑡) =

1

𝜋
∫

𝑦(𝜏)

𝑡 − 𝜏
𝑑𝜏

∞

−∞

 (9) 

The result, �̂�(𝑡), can be interpreted as approximating an imaginary complement to 

𝑦(𝑡). By combining both into a complex quantity, the original real valued signal can be 

represented as a complex exponential as in Eq. (10). The amplitude, 𝐴(𝑡), and phase, 

𝜓(𝑡), are the magnitude and angle of 𝑦(𝑡) + 𝑖�̂�(𝑡), as shown in Eq. (11) and Eq. (12), 

respectively [60], [61]. 
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 𝑦(𝑡) + 𝑖�̂�(𝑡) = 𝐴(𝑡)𝑒𝑖𝜓(𝑡) (10) 

 𝐴(𝑡) = √𝑦2(𝑡) + �̂�2(𝑡) (11) 

  𝜓(𝑡) = tan−1 (
�̂�(𝑡)

𝑦(𝑡)
) (12) 

From this result, and assuming the quasi-linear model form in Eq. (1), Feldman 

derived the FREEVIB [62] method, which generates instantaneous representations of 

natural frequency and damping ratio as in Eq. (13) and Eq. (14), respectively, where 

the time dependence in each term as been omitted for clarity. These expressions are 

simple functions of the amplitude and instantaneous frequency, and the time 

derivatives of both. For forced response, forcing terms can be added to these 

expressions as derived by Feldman in the FORCEVIB [63] method.   

 𝜔𝑛 = √𝜔2 −
�̈�

𝐴
+
2�̇�2

𝐴2
+
�̇��̇�

𝐴𝜔
 (13) 

 𝜁 =
1

𝜔𝑛
(−

�̇�

𝐴
−
�̇�

2𝜔
) (14) 

 The most significant obstacle when implementing this process is noise in the 

Hilbert Transform result, �̂�(𝑡), as it will propagate into the estimates for amplitude and 

phase and be consequently amplified in their respective derivatives. Even if the 

original signal, 𝑦(𝑡), is noise free, the Hilbert Transform itself can introduce noise into 

�̂�(𝑡). 
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Figure 8: Hilbert Transform error around an abrupt step in frequency [64]. The blue line is the signal, 

the green line is the true frequency, the dashed line is the estimated amplitude envelope, and the 
solid black line is the estimated instantaneous frequency. 

This behavior is shown in Figure 8, in which the results from the Hilbert 

Transform of a signal with a step change in frequency are displayed. In the plot, the 

solid blue line is the signal, the dash-dot green line is the true frequency, the dashed 

red line is the estimated amplitude envelope, and the solid black line is the estimated 

instantaneous frequency. On either side of the step change, undulations are present 

in both the estimated amplitude and frequency, as highlighted in the zoomed portion 

of the figure. Such errors occur about any abrupt changes in the signal, akin to the 
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Gibbs Phenomenon in the Fourier Transform. This also leads to the significant end-

effects present at the beginning and end of the signal. To produce usable results when 

this behavior is encountered in practice, the noise must be smoothed from the data. 

This is typically a user intensive process of tuning bandpass filters or curve fitting 

algorithms [60], [65]. 

An additional limitation of the Hilbert Transform and FREEVIB/ FORCEVIB is 

that the processed signal must be monoharmonic for the results to represent the 

physical properties of a structural resonance. If the signal contains multiple 

simultaneous oscillations, the Hilbert Transform will return a superposition of each 

amplitude and phase. To correct this, Feldman proposed the Hilbert Vibration 

Decomposition (HVD) [66] which uses filters to iteratively separate the most dominant 

component from the superimposed frequency and envelope. An example using HVD 

to identify nonlinear aspects of a beam with a moving mass is given in [67], [68]. An 

additional method for separating the mono-components of a combined signal is the 

Hilbert-Huang Transform [69], in which a technique known as empirical mode 

decomposition (EMD) is used to separate the signal into a set of distinct oscillations, 

called intrinsic mode functions (IMF), that may then be independently analyzed with 

the Hilbert Transform. Detailed descriptions of EMD can be found in [70], [71], and a 

comparison of EMD and HVD is given in [72]. This procedure has been used 

extensively for analyzing structural response, such as in [73]–[76]. However, a 

common difficulty with EMD is that extracting the IMFs is not entirely trivial or 

automatic. A significant amount of user interaction may be required to extract well 
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behaved mono-harmonics that contain frequency content of a single oscillation. A 

potential solution to this is given in [77], in which the wavelet transform is used in an 

optimization scheme to ensure that each IMF is monoharmonic. Additional 

applications that combine EMD with time-frequency techniques are found in [78]–[80]. 

The Hilbert Transform is a powerful tool that is widely used in many fields due 

to its conceptual simplicity and computational efficiency. For structural measurements, 

free or forced, it can be used to calculate instantaneous natural frequency and 

damping ratio. However, this process is functionally limited to smooth signals that are 

monoharmonic, as significant noise is introduced if these conditions are not met. While 

many methods to overcome these limitations have been proposed, such as HVD, 

EMD and bandpass filtering, these may entail a great deal of manual pre- and post-

processing to produce satisfactory results. These difficulties compelled the author to 

explore the development of alternative methods, as detailed in the body of this work. 
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 Scope of the Dissertation 

This dissertation presents three new NLSID techniques for use in determining 

amplitude dependent modal parameters. The first is a generalization of the Hilbert 

Transform that uses the Short-time Fourier Transform to produce more accurate 

amplitude and phase results. The second technique is also for characterizing 

nonstationary oscillations but is a more sophisticated process that employs nonlinear 

optimization to curve fit polynomial representations of amplitude and phase to a signal. 

The output from these methods can then be used in the third contribution, which is a 

process for determining the quasi-linear natural frequency and damping ratio in terms 

of B-spline curves directly from the measured response and force. 

The first section of Chapter 2 presents a detailed description of the Hilbert 

Transform process in order to provide a robust theoretical basis for why errors are so 

often encountered in its results. A typical method for performing the Hilbert Transform 

is by applying a transfer function to the frequency spectrum of the signal directly 

computed via the Fourier Transform. If the Short-time Fourier Transform is used 

instead, where the signal is first divided into overlapping windowed segments before 

determining the spectrum of each, the Hilbert Transform can be applied to isolated 

sections of the response that can then be reassembled into a unified result for the 

entire signal. This modified Hilbert Transform process proposed in this work is the so-

called Short-time Hilbert Transform (STHT). Determining the amplitude and phase of 

the signal with this method suppresses the ringing artifacts to only effect the signal in 
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the local area about any sudden changes. Additionally, mode decomposition can also 

be performed through time-frequency masking that is applied to the segment 

spectrums simultaneously with the Hilbert Transform transfer function.  

This approach is first demonstrated on a simple linear free decay signal, which 

shows that the STHT is more accurate than the standard Hilbert Transform and 

produces negligible error in the central portion of the response. The second numerical 

example is a complicated multicomponent signal with three harmonics sweeping in 

frequency. While existing decomposition techniques EMD and VMD fail to correctly 

characterize this signal, the STHT is shown to accurately extract each component and 

be resilient to noise. The method is then applied to experimental data from a nonlinear 

benchmark structure, where quasi-linear natural frequency and damping curves for 

individual modal responses are extracted from a complicated free decay response. 

Chapter 3 then details an alternative approach for estimating the amplitude and 

phase of a nonstationary oscillation that avoids the Hilbert Transform completely. This 

is accomplished by assuming the amplitude and phase are represented as 

polynomials in time such that nonlinear optimization can be used to curve fit these 

with local regression to segments of the measured data. To ensure a computationally 

efficient solution, the analytical form of the objective function gradient is defined for 

use in a nonlinear least squares algorithm. An interesting feature of this process is 

that the error minimization in the optimization can be computed in terms of either time 

or frequency domain data. This property can be leveraged in scenarios where the 

signal contains multiple superimposed oscillations. By restricting the optimization to 
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only consider a certain subset of the frequency content, individual oscillations can be 

fit and extracted from the signal in a process similar to time-frequency masking. From 

the resultant polynomial expressions for amplitude and phase, several characteristics 

of the nonlinear system that produced the signal can be determined. First, whether 

the data is acceleration, velocity, or displacement, the fit oscillation can be analytically 

integrated and/or differentiated to yield exact representations of the other two 

response quantities. And second, an implementation of FREEVIB/ FORCEVIB that 

utilizes the amplitude and phase polynomials can be formed. 

This process is demonstrated on a series of case studies, starting with the 

simulated response of a 4-parameter Iwan Model. The main benefit of this model is 

that there are closed form expressions for its amplitude dependent nonlinear behavior, 

such that exact quasi-linear parameters can be compared to. The optimization is 

shown to accurately fit the response and force and reasonably emulate the nonlinear 

behavior. It is then used on an experimental free decay measurement from impact 

testing of the S4 Beam, in which individual modal responses are extracted from the 

response and characterized. The final case is experimental forced response of the 

Cylinder-Plate-Beam (CPB) structure in which the optimization process accurately 

filters out higher harmonics and forms representations of the quasi-linear parameters. 

In Chapter 4, a new approach is presented for determining amplitude 

dependent natural frequencies and damping ratios for structural resonances 

undergoing both free and forced response. The method, denoted as QL-LSQ, is 

derived from the quasi-linear equation of motion in which the stiffness and damping 
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coefficients on the displacement and velocity are assumed to be variable instead of 

constants. By representing these coefficients as B-spline curves, they can be 

determined via linear least squares regression between the response and force terms 

in the equation of motion, similar to the model fitting procedure used in RFS. This 

process forms amplitude dependent modal parameters comparable to FREEVIB/ 

FORCEVIB, but directly computes them from the measured response and force 

values, avoiding the need to estimate the amplitude and phase derivatives, and does 

not require that the force be harmonic, or the response be steady state.  

Section 4.2 first presents a review of relevant background information on 

utilizing penalized B-splines as that formulation is then used to derive the QL-LSQ 

process. B-splines offer an incredible amount of flexibility and adaptability that is 

demonstrated through revisiting the case studies from the previous chapters. The first 

is the simulated response of the Iwan Model to a sine beat excitation, such that the 

response exhibits periods of both forced and free response. QL-LSQ very accurately 

produces the amplitude dependent behavior of the Iwan Model throughout the 

response. Then, the extracted resonant free decay signals from the S4 beam 

response as determined by the optimization process are used by QL-LSQ to generate 

the associated quasi-linear parameters. Compared to a collection of existing methods 

that utilize FREEVIB, QL-LSQ generates a curve that is much smoother while still 

exhibiting the same nonlinear behavior. The experimental forced response of the CPB 

is then reexamined, where the STHT is used to filter out higher harmonics and 

generate and estimate of the response amplitude. From those results, QL-LSQ 
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produces quasi-linear parameters exhibit less noise than those from FORCEVIB. As 

a final application of QL-LSQ, data from the CPB which exhibits nonlinear modal 

coupling effects is characterized and viewed as a function of two modal amplitudes. 

Finally, Chapter 5 provides an overview of the conclusions of the dissertation and 

avenues of future work. 
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 The Short-Time Hilbert Transform 

 Introduction 

 Creating efficient structures that can survive in demanding environments is 

possible through leveraging nonlinearity. To incorporate nonlinear behavior into the 

design process, it must first be characterized experimentally and represented in terms 

of an identified model form. This is accomplished with nonlinear system identification 

methods, which are signal processing techniques that analyze measured nonlinear 

response signals and determine corresponding model parameters. An area of 

nonlinear structural dynamics that has been a topic of great interest and development 

is the modelling of structures that contain bolted joints [6]. This type of nonlinear 

behavior is typically characterized in an averaged sense, where it is assumed that 

variations in the stiffness and energy dissipation of the structure can be represented 

by a quasi-linear natural frequency and damping ratio that vary with respect to the 

amplitude of the response. A common approach for determining these parameters is 

the FREEVIB method [62], which operates on the derivatives of the instantaneous 

amplitude and phase of the structural response. As amplitude and phase cannot be 

directly measured, these quantities must be estimated from the observed response. 

The most widely used process for accomplishing this is with the Hilbert Transform 

[60]. 

The Hilbert Transform is a linear transformation that generates a phase-

quadrature complement to an input function by applying a 90° phase delay [81]. These 
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signals are then taken as the real and imaginary parts of a complex-valued function 

known as an analytic signal. While this process was originally developed for examining 

the properties of complex-valued functions, it was later adapted to the analysis of 

harmonic signals by Gabor in [82], in which stationary oscillations represented as 

analytic signals were used to quantify the inherent uncertainty in determining the 

frequency of a signal relative to the length of time it is observed. This was then 

expanded upon to incorporate nonstationary oscillations for use in the 

telecommunications field, in which information is transmitted in the form of a 

modulation signal that is combined with a carrier wave that operates at a much higher 

frequency [83]. The encoded information can then be reconstructed in a receiver by 

extracting the applied modulation from the carrier wave. Using the Hilbert Transform 

as a theoretical basis, Bedrosian and Nuttall defined limitations on the modulation to 

ensure that it can be correctly recovered. These conditions, conventionally known as 

the Bedrosian Theorem [84] and the Nuttall Theorem [85], dictate that the modulation 

is separable from the carrier wave in the Hilbert Transform if and only if the frequency 

spectrums of the modulation and carrier are bandlimited and do not overlap. If these 

conditions are violated, the output from the Hilbert Transform does not match the 

expected phase-quadrature signal that was used to define the modulation. Detailed 

discussions on the consequences of violating the Bedrosian and Nuttall Theorems 

and investigations into the subsequent errors are given in [86], [87]. 

The Hilbert Transform has more recently found broad use as a general signal 

processing tool [88]. After computing the Hilbert Transform of an oscillating signal, an 
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estimate of its amplitude and phase are simply the magnitude and angle of the 

associated analytic signal. For many applications, this amplitude and phase is only 

physically meaningful if the processed signal contains a single harmonic function. 

Thus, the Hilbert Transform is often used in conjunction with sophisticated mode 

decomposition techniques which are able to extract individual harmonics from a 

multicomponent signal. A vast number of decomposition methods have been 

proposed, with a few of the most well-known being Empirical Mode Decomposition 

(EMD) [69], Analytical Mode Decomposition (AMD) [89], Variational Mode 

Decomposition (VMD) [90], and Hilbert Vibration Decomposition (HVD) [66]. While 

each of these produce isolated monoharmonic signals, the amplitude and phase 

results from the Hilbert Transform typically exhibit significant errors. These typically 

come in the form of end effects that primarily distort the beginning and end of the 

signal, where the usual solution is to simply truncate the signal and remove the 

corrupted sections [60].  

The cause of these errors can be understood in terms of the Bedrosian and 

Nuttall Theorems by taking the amplitude to be the modulation signal and the phase 

to represent the carrier wave. For an arbitrary signal, such as a measured structural 

response, the start and end states of the signal are likely not exactly periodic, such 

that its frequency spectrum contains significant leakage. Consequently, the spectrums 

of the amplitude and phase are not bandlimited and separate, and the Hilbert 

Transform generates an analytic signal in which the magnitude and angle do not 

cleanly produce the desired amplitude and phase [91]. The Hilbert Transform is 
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typically computed through the Fourier Transform, where a phase shifting transfer 

function is applied to the frequency spectrum of the complete input signal. If there are 

any sudden changes in the signal, such as nonperiodic edges or an impact, its 

spectrum contains significant broadband leakage. Portions of this leakage are 

incorrectly modified by the Hilbert Transform transfer function, such that the resultant 

analytic signal in the time domain contains errors known as ringing artifacts or Gibbs 

Phenomenon [92]. In general, these ringing artifacts propagate with a decaying 

amplitude throughout the entire signal, where the maximum value is proportional to 

and is at the location of the sudden change. Therefore, the errors in the estimated 

amplitude and phase can be reduced by manipulating the signal to suppress the 

spectral leakage.  

To that end, this work proposes a modified Hilbert Transform process called 

the Short-time Hilbert Transform (STHT) which utilizes the Short-time Fourier 

Transform (STFT) instead of the conventional Fourier Transform. The framework of 

the STFT allows for a signal to be divided into windowed segments, the spectral 

content of each to be individually manipulated, and then the result to be transferred 

back to the time domain and assembled into a unified signal [44]. Applying a 

windowing function to each segment forces them into a pseudo-periodic state which 

reduces the amount of broadband leakage in the frequency spectrum that is due to 

nonperiodic edge conditions. This then minimizes time domain end effects due to any 

modifications that were made to the spectrum, such that they can be removed from 

the assembled signal by defining a degree of overlap between adjacent segments. 
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The Hilbert Transform is incorporated into this process by simply applying its transfer 

function to the spectrum of each segment. These individual analytic signals can then 

be assembled to form a phase-quadrature complement to the total input signal. The 

benefit of using the STFT to form this result is that errors are localized. If the original 

input signal contains any sudden changes, the resultant ringing artifacts are confined 

to only those segments that also contain that sudden change instead of propagating 

throughout the entire signal.  

An additional aspect of the STFT that can be leveraged in the STHT is the 

ability to apply other modifications to the spectral content beyond just the Hilbert 

Transform. This allows for mode decomposition to be performed through time-

frequency masking, which is a filtering technique commonly used in signal processing 

for audio applications [93]. With this method, a specific harmonic in a multicomponent 

signal can be extracted by removing the frequency content of other components from 

the spectrum of each segment. Used in conjunction with the Hilbert Transform, the 

resultant assembled signal contains the desired harmonic component and its phase-

quadrature compliment.  

 Several other alternatives to the conventional Hilbert Transform approach have 

also been suggested. Dishan formulated an algorithm for utilizing the wavelet 

transform to compute the Hilbert Transform of a signal in [94]. This approach was 

utilized in [95] and found to yield good results, provided the wavelet parameters were 

properly selected. Work by H. Olkkonen, Pesola, and J. T. Olkkonen in [96] 

demonstrated how the Discrete Cosine Transform could be implemented to compute 
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the Hilbert Transform of a signal. While this method is more efficient than the standard 

Fourier Transform approach and allowed for noise removal via truncation of the 

transform coefficients, significant ringing artifacts are still present. There is also 

historical precedence for directly applying a windowing function to a finite impulse 

response digital filter Hilbert Transformer to reduce errors in the results [88]. Several 

recent approaches from the field of geophysics have incorporated time-frequency 

analysis into the Hilbert Transform, such as the Generalized Hilbert Transform from 

Luo et al. [97] in which the STFT coefficients of a signal are first weighted by their 

norm, such that low amplitude content is suppressed in an attempt to remove noise, 

where the Hilbert Transform result is then computed by directly summing the weighted 

STFT coefficients. This process was expanded upon by Zhang et al. in [98] with the 

inclusion of additional weighting terms. In the work of Lu and Zhang in [99], they 

formulate a so-called Windowed Hilbert Transform that initially resembles the STHT 

proposed here, but their process then employs a magnitude-based filter that scales 

the amplitude of the STFT coefficients similar to that used in the Generalized Hilbert 

Transform. Consequently, their approach can only recover the phase in each segment 

as the magnitude information has been distorted beyond use. An extension of the 

Windowed Hilbert Transform by Sattari in [100] incorporates an adaptive fast sparse 

S-transform to produce higher resolution results. This was then extended again by 

Kakhki, Mansur, and Aghazade in [101] to incorporate the magnitude weighting for 

increased resilience to noise. An issue present in these alternatives is that each is a 

variation of the Hilbert Transform and are thus subject to the Bedrosian and Nuttall 
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Theorems. To avoid this completely, Huang et al. [102] propose that the amplitude 

envelope can be directly determined by fitting a spline curve to the oscillation peaks 

in a monoharmonic signal. After normalizing the signal by this curve, the phase can 

be recovered via a direct quadrature computation. While this does circumvent certain 

limitations of the Hilbert Transform, the process lacks solid theoretical foundation and 

is prone to significant errors if the signal contains noise.  

 The remainder of the chapter is structured as follows. Contained in Section 2.2 

is a detailed review of information pertinent to understanding the Hilbert Transform in 

the context of structural dynamics, as this seems to be lacking in the currently 

available literature. This begins with a discussion of the relation between the phase-

quadrature representation of an oscillating signal and its amplitude and phase, and 

then how these are used in characterizing nonlinear structural behavior. After deriving 

the theoretical background for the Hilbert Transform and analytic signals in the time 

and frequency domains, it is shown that placing the analytic signal into polar form 

produces an estimate of the amplitude and phase of a signal. To determine why these 

estimations often contain significant end effects, the error between the Hilbert 

Transform output and the desired phase-quadrature signal is examined. This reveals 

that spectral leakage causes the signals to violate the Bedrosian Identity and errors 

to form. It is then shown that applying a windowing function suppressing the leakage 

and reduces the subsequent errors. From this basis, the STHT is then detailed in 

Section 2.3, beginning with a derivation of the STFT. After describing how to apply the 

Hilbert Transform transfer function and the time-frequency masking, the phase-
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quadrature signal is assembled in the time domain with the weighted overlap-add 

synthesis method. As a numerical demonstration of the STHT, a linear free decay 

response is analyzed such that there are known truth values for the amplitude, natural 

frequency, and damping ratio. While both the Hilbert Transform and the STHT exhibit 

similar end effects, the STHT results have negligible error throughout the central 

portion of the response where the Hilbert Transform shows significant ringing artifacts. 

A second numerical case study is then given in the form of a complicated 

multicomponent signal that contains three harmonics that sweep through coincident 

frequency ranges while also decaying in amplitude. The STHT is able to accurately 

extract each component from the signal, while both the EMD and VMD methods fail. 

Noise is then added to the signal to demonstrate that legible results can still be 

produced by the STHT under such circumstances. For an experimental test case, a 

nonlinear free decay from a benchmark structure is presented. With the STHT, quasi-

linear natural frequency and damping ratio curves for individual modes can be extract 

from the complicated, multicomponent response. A set of overall conclusions and 

findings are then given to close the chapter.  

 Review of The Hilbert transform 

2.2.1. Background – Amplitude, Phase, and Nonlinear System ID 

The simplest form of a harmonic signal is an oscillation with time invariant 

amplitude and frequency. This type of signal, commonly known as a stationary 

oscillation, is typically represented as in Eq. (15), in which 𝑡 is time and 𝐴0, 𝜓0 & 𝜔0 
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are real-valued constants representing respectively the amplitude, phase offset, and 

frequency. 

 𝑠(𝑡) = 𝐴0 cos(𝜔0𝑡 + 𝜓0) (15) 

In many applications, such as electronic circuit analysis and communications theory 

[83], it is advantageous to instead represent stationary oscillations in the complex-

valued form shown in Eq. (16) where i is the unit imaginary number, i = √−1. In this 

equation, the real part is equivalent to Eq. (15) while the imaginary component is its 

phase-quadrature complement, exhibiting the same amplitude but shifted in phase by 

90°. The benefit of this formulation is that the real and imaginary components are 

orthogonal, such that the oscillation can be represented in a vector space defined by 

the complex plane. 

  𝑝(𝑡) = 𝐴0 cos(𝜔0𝑡 + 𝜓0) + i𝐴0 sin(𝜔0𝑡 + 𝜓0) (16) 

Utilizing Euler's formula, Eq. (16) can be equivalently represented in polar form by a 

complex exponential as in Eq. (17), where e is the natural exponential function. In this 

format, known as the phasor representation, oscillating functions can be interpreted 

as a constant magnitude vector rotating in the complex plane at a fixed rate with initial 

position defined by the amplitude and phase offset. 

 𝑝(𝑡) = 𝐴0e
i(𝜔0𝑡+𝜓0) (17) 

To characterize nonstationary oscillations, the phasor concept can be 

generalized to incorporate arbitrary time varying representations of amplitude and 

phase. This more general formulation is shown in Eq. (7), where 𝐴(𝑡) and 𝜓(𝑡) define 

a time-dependent amplitude envelope and phase angle. These are combined into a 



36 

 

 

 

complex quantity 𝑞(𝑡), which can be represented in rectangular or polar form through 

Euler’s formula, such that the orthogonal real and imaginary components are a phase-

quadrature pair that exhibit the same amplitude envelope.  

 𝑞(𝑡) = 𝐴(𝑡) cos(𝜓(𝑡)) + i𝐴(𝑡) sin(𝜓(𝑡)) = 𝐴(𝑡)ei𝜓(𝑡) (18) 

Within this time variant framework, the concept of frequency is typically adapted to 

signify the instantaneous rate of change of the phase angle. As depicted in Eq. (19), 

this instantaneous frequency, 𝜔(𝑡), is defined as the first derivative of the phase, 𝜓(𝑡), 

with respect to time [92]. 

 
𝜔(𝑡) =

𝑑

𝑑𝑡
𝜓(𝑡) (19) 

 In dynamic systems analysis, the response to an input can typically be 

regarded as being a nonstationary oscillation. The simplest type of response signal is 

the free decay of a linear single-degree-of-freedom (SDOF) system, in which the 

closed-form solution of the displacement is shown in Eq. (20) [103]. In this equation, 

the initial displacement and velocity conditions are 𝑥0 & �̇�0, and the natural frequency, 

damping ratio, and damped natural frequency are 𝜔n, 𝜁, and 𝜔d = 𝜔n√1 − 𝜁2. 

 
𝑥(𝑡) = e−𝜁𝜔n𝑡 (𝑥0 cos(𝜔d𝑡) +

�̇�0 + 𝜁𝜔n𝑥0
𝜔d

sin(𝜔d𝑡)) (20) 

The expression above can be equivalently represented in terms of a general 

nonstationary oscillation with an amplitude envelope and phase angle as shown in Eq. 

(21), where 𝐴(𝑡) and 𝜓(𝑡) are then as given in Eq. (22). In this form the initial 

displacement and velocity conditions translate to an initial amplitude and phase angle, 
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and the evolution of the response through time is dictated by the decaying exponential 

term in the amplitude and the damped natural frequency in the phase.  

 𝑥(𝑡) = 𝐴(𝑡) cos(𝜓(𝑡)) (21) 

 
𝐴(𝑡) = √𝑥0

2 + (
�̇�0 + 𝜁𝜔n𝑥0

𝜔d
)
2

e−𝜁𝜔n𝑡 

𝜓(𝑡) = 𝜔d𝑡 − arctan (
�̇�0 + 𝜁𝜔n𝑥0
𝑥0𝜔d

) 

(22) 

While the response in Eq. (21) is a real-valued, oscillating signal, it can be put 

into the generalized phasor form by combining it with an imaginary, phase-quadrature 

complement as demonstrated in Eq. (7). This is illustrated in Figure 9, in which a 

decaying oscillation, with 𝜔n = 10 Hz and 𝜁 = 5%, is represented as a complex-valued 

signal. In the left-side plot, the signal is given in polar form in the complex plane. As 

time progresses, the amplitude decays from an initial value and converges toward the 

origin, forming the spiral shown as the solid, black line. The complex value at any point 

in time can be represented in terms of a vector with magnitude equal to 𝐴(𝑡) and angle 

relative to the positive real axis given by 𝜓(𝑡). This is visualized in the figure by the 

red arrow, which would decrease in length while rotating counterclockwise about the 

origin at angular rate 𝜔(𝑡). As it evolves through time, the components of this vector 

projected onto the real and imaginary axes give the signal in rectangular form. This is 

shown in the right-side plot, in which the real part is the solid blue line, and the phase-

quadrature imaginary part is the dotted orange line. The oscillatory behavior in both, 
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defined by cos(𝜓(𝑡)) and sin(𝜓(𝑡)) respectively, is bounded by the amplitude 

envelope, 𝐴(𝑡), given as the black dash-dot line. 

 
Figure 9: Interpretations of a linear free decay as a complex-valued nonstationary oscillation. (Left) 
The decaying oscillation is shown in the complex plane as a spiral that converges toward the origin 
from an initial value. The red arrow depicts the generalized phasor representation in vector form, 

with decaying magnitude 𝐴(𝑡) and counterclockwise rotation about the origin at angular rate 𝜔(𝑡). 
(Right) The components of the decaying oscillation as it evolves through time. The oscillatory 

behavior of the orthogonal real and imaginary parts, defined by 𝑐𝑜𝑠(𝜓(𝑡)) and 𝑠𝑖𝑛(𝜓(𝑡)) 

respectively, is bounded by the amplitude envelope 𝐴(𝑡). 

Leveraging this generalized phasor representation of nonstationary oscillations 

for a nonlinear structural dynamics application, Feldman derived the FREEVIB [62] 

approach to nonlinear system identification of structures undergoing free response, 

and FORCEVIB [63] for forced response. With these methods, nonlinear 

representations of stiffness and viscous dissipation can be determined as a function 

of the response in terms of the instantaneous amplitude, phase, and the derivatives 

of each with respect to time as shown in Eq. (23) and Eq. (24). In these expressions, 

𝜔n(𝐴) and 𝜁(𝐴) are amplitude dependent, quasi-linear versions of modal natural 
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frequency and damping ratio, respectively, and 𝐴(𝑡), �̇�(𝑡) & �̈�(𝑡) are the instantaneous 

amplitude and its first two derivatives with respect to time. Similarly, 𝜔(𝑡) & �̇�(𝑡) are 

the instantaneous frequency and its derivative, which are each the first and second 

derivatives of the instantaneous phase. In the 𝑓(𝑡)/𝑥(𝑡) term, 𝑥(𝑡) is the displacement 

response of the system and 𝑓(𝑡) is an externally applied force, where both are in a 

complex-valued form such that the real and imaginary components are phase-

quadrature complements. 

 𝜔n(𝐴) = √𝜔2(𝑡) −
�̈�(𝑡)

𝐴(𝑡)
+
2�̇�2(𝑡)

𝐴2(𝑡)
+
�̇�(𝑡)�̇�(𝑡)

𝐴(𝑡)𝜔(𝑡)
+ Re(

𝑓(𝑡)

𝑥(𝑡)
) −

�̇�(𝑡)

𝐴(𝑡)𝜔(𝑡)
Im (

𝑓(𝑡)

𝑥(𝑡)
) (23) 

 𝜁(𝐴) =
1

𝜔n(𝐴)
(−

�̇�(𝑡)

𝐴(𝑡)
−
�̇�(𝑡)

2𝜔(𝑡)
+

1

2𝜔(𝑡)
Im (

𝑓(𝑡)

𝑥(𝑡)
)) (24) 

In this complete form, the FREEVIB equations include up to second order 

derivatives of amplitude and phase which are susceptible to significant noise errors in 

practice. To avoid this, these terms are typically neglected under the assumption that 

their effect on the desired stiffness and dissipation is negligible [104]. In this reduced 

form, the FREEVIB method is described by Eq. (25) and Eq. (26). 

 𝜔n(𝐴) ≅ √𝜔2(𝑡) + 2
�̇�2(𝑡)

𝐴2(𝑡)
 (25) 

 𝜁(𝐴) ≅
−�̇�(𝑡)

𝜔n(𝐴) 𝐴(𝑡)
 (26) 

Utilizing FREEVIB to characterize a realistic system is complicated by the fact 

that instantaneous amplitude and phase are not directly observable quantities and 
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must be inferred from the measurable structural response. In the theoretical SDOF 

linear free response in Eq. (20) the initial conditions, system parameters, and model 

form are all known quantities, where 𝐴(𝑡) and 𝜓(𝑡) can be explicitly defined from the 

analytical solution for the response. Conversely, when attempting to characterize 

observed nonlinear behavior of some physical structure via an appropriate nonlinear 

model form, the only quantity that can be measured is typically the real-valued system 

response. Assuming it to be a general nonstationary oscillation of the form 

𝐴(𝑡) cos(𝜓(𝑡)), a typical approach for determining the amplitude and phase is to form 

the complex quantity in Eq. (7), in which the measured signal is the observable real-

valued component, ℜ(𝑞(𝑡)) = 𝐴(𝑡) cos(𝜓(𝑡)), and an approximation of its phase-

quadrature complement can be taken as the missing imaginary part, ℑ(𝑞(𝑡)) =

𝐴(𝑡) sin(𝜓(𝑡)). From this estimate of the real and imaginary components of 𝑞(𝑡), the 

desired amplitude and phase can be determined by casting it into polar form, where 

𝐴(𝑡) and 𝜓(𝑡) are the magnitude and angle of 𝑞(𝑡) as shown in Eq. (27) and Eq. (28).    

 
𝐴(𝑡) = |𝑞(𝑡)| = √ℜ(𝑞(𝑡))

2
+ ℑ(𝑞(𝑡))

2 (27) 

 
𝜓(𝑡) = ∠𝑞(𝑡) = arctan (

ℑ(𝑞(𝑡))

ℜ(𝑞(𝑡))
) (28) 

Consequently, using FREEVIB is contingent upon applying some signal processing 

technique to obtain an estimated phase-quadrature complement to the measured 

structural response. In Feldman’s derivations, this is accomplished through use of the 

Hilbert Transform [60]. 
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2.2.2. Theory of the Hilbert Transform and Analytic Signals 

The Hilbert Transform is a linear transformation that applies a 90° phase delay to 

the input function. Initially proposed by David Hilbert in his work regarding properties 

of complex-valued functions [81], the Hilbert Transform is defined mathematically in 

terms of the convolution in Eq. (9), where 𝓗 denotes the Hilbert Transform operator 

and 𝑦(𝑡) is an arbitrary, real-valued input. The convolution is defined as the Cauchy 

principal value of the integral, denoted as p. v. ∫ , to avoid the singularity at 𝜏 = 𝑡 [105]. 

 
𝓗(𝑦(𝑡)) =

1

𝜋
p. v. ∫

𝑦(𝜏)

𝑡 − 𝜏
𝑑𝜏

+∞

−∞

=
1

𝜋𝑡
∗ 𝑦(𝑡) (29) 

The purpose of the Hilbert Transform lies in the construction of the so-called analytic 

signal, which is a complex-valued function with real and imaginary components related 

by the Hilbert Transform. Since the Hilbert Transform imparts a 90° phase shift, the 

output theoretically represents a phase-quadrature complement to the input that can 

be taken as the imaginary component of a combined complex-valued signal. This is 

shown in Eq. (30), where 𝑧(𝑡) is the complex-valued analytic signal comprised of the 

input signal, 𝑦(𝑡), and its Hilbert Transform, 𝓗(𝑦(𝑡)) [106].  

 𝑧(𝑡) = 𝑦(𝑡) + i 𝓗(𝑦(𝑡)) (30) 

To glean additional insight into analytic signals and form an alternative 

approach to applying the Hilbert Transform, the analytic signal can be reformulated in 

the frequency domain. First, from the definition of an analytic signal in Eq. (30), 

substitute in the convolution form of the Hilbert Transform for 𝓗(𝑦(𝑡)). 
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𝑧(𝑡) = 𝑦(𝑡) + i (

1

𝜋𝑡
∗ 𝑦(𝑡)) (31) 

Apply the continuous-time Fourier Transform to all terms as shown in Eq. (32), where 

the Fourier Transform is represented by 𝓕. In this form, the Hilbert Transform 

convolution has been converted into a product of the Fourier Transforms of the 

function 1/𝜋𝑡 and the input signal. 

 
𝓕(𝑧(𝑡)) = 𝓕(𝑦(𝑡)) + i (𝓕 (

1

𝜋𝑡
) ∙ 𝓕(𝑦(𝑡))) (32) 

The Fourier Transform of 1/𝜋𝑡 is given below in Eq. (33), in which sgn is the sign, or 

signum, function [106]. This shows that the Hilbert Transform is realized in the 

frequency domain as a simple transfer function that applies a phase shift to the Fourier 

coefficients of the input signal, where the positive frequency coefficients are phase 

shifted by -90° and the negative frequency coefficients are shifted by +90°. The 

magnitude of each coefficient is unchanged except for the DC term which is reduced 

to zero.  

 
𝓕(

1

𝜋𝑡
) = −i sgn(𝜔) = {

e−i
𝜋
2 𝜔 > 0
0 𝜔 = 0

ei
𝜋
2 𝜔 < 0

 (33) 

Substituting this result into Eq. (32) produces Eq. (34), where the capitalized variables, 

𝑌(𝜔) & 𝑍(𝜔), represent the Fourier Transform of the input and the analytic signal, 

respectively.  

 𝑍(𝜔) = 𝑌(𝜔) + i ((−i sgn(𝜔)) ∙ 𝑌(𝜔)) (34) 
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Since it is the imaginary component of the analytic signal that incorporates the Hilbert 

Transform, the frequency domain Hilbert Transformer in Eq. (34) is multiplied by i. 

This i functionally applies an additional +90° phase shift that returns the positive 

frequencies back to +0° while further shifting the negative frequencies to +180°. Using 

the identity i2 = −1, the transfer function then becomes sgn(𝜔), as given in Eq. (35). 

 𝑍(𝜔) = 𝑌(𝜔) + (sgn(𝜔) ∙ 𝑌(𝜔)) (35) 

Consolidating terms and expanding the sign function produces Eq. (36), revealing that 

an additional property of analytic signals is that their Fourier Transform must vanish 

in the negative frequencies. This is inherently tied to the definition of the analytic 

signal, in which the input and its Hilbert Transform are the real and imaginary 

components. As shown in Eq. (35), in the frequency domain this relation leads to the 

imaginary component of the analytic signal containing the same spectral content as 

the input but with no DC component and the negative frequency coefficients multiplied 

by −1. When these are combined to form the analytic signal from the input, the positive 

frequency coefficients are doubled, the DC value is retained, and the negative 

frequency coefficients inevitably reduce to zero. The time domain representation of 

the analytic signal defined in Eq. (30) can then be obtained via the inverse Fourier 

Transform, 𝑦(𝑡) + i 𝓗(𝑦(𝑡)) = 𝓕−1(𝑍(𝜔)). 

 
𝑍(𝜔) = {

2𝑌(𝜔) 𝜔 > 0
𝑌(𝜔) 𝜔 = 0
0 𝜔 < 0

 (36) 

 For use in practical signal processing applications, the above derivations 

formulated in continuous, infinite time can be translated into a comparable discrete 
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and finite time domain. An analytic-like complex-valued discrete and finite signal can 

be constructed that exhibits the same properties as the analytic signal, where the real 

part is equivalent to the input signal, the real and imaginary components are 

orthogonal and related by the Hilbert Transform, and the Fourier Transform vanishes 

for negative frequencies [107]. Likewise, a finite duration Hilbert Transform emulates 

the ideal phase shifting behavior defined as a convolution over an infinite domain in 

Eq. (9). In the time domain this can be accomplished using finite impulse response 

(FIR) filters that directly approximate the convolution of the input signal with 1/𝜋𝑡. 

Alternatively, by transferring the input signal to the frequency domain with the discrete 

Fourier Transform (DFT), the Hilbert Transform phase shift can be applied as a simple 

transfer function akin to Eq. (33) [88]. In this work the focus is on the frequency domain 

approach, such that the analytic-like signal can be computed by directly leveraging 

Eq. (36) where the spectrum of the input signal is doubled for positive frequencies and 

reduced to zero for negative frequencies.  

 In this scenario, the real-valued input to the discrete-time Hilbert Transform is 

a signal 𝑦[𝑛] that has been sampled at constant time intervals. The time sample 

indices are 𝑛 = 0,1,⋯ , 𝑁 − 1, where the total number of samples is 𝑁 and the overall 

duration of the measurement is 𝑇. The DFT of 𝑦[𝑛] is represented as 𝑌[𝑘] with 

frequency sample indices 𝑘 = 0,1,⋯ ,𝑁 − 1, and can be computed numerically via the 

Fast Fourier Transform (FFT) algorithm. If 𝑁 is an even integer, the discrete frequency 

bins are given by 𝜔[𝑘] = 1

𝑇
[0,1,⋯ ,

𝑁

2
− 1, −

𝑁

2
, ⋯ ,−1], and if 𝑁 is odd, 𝜔[𝑘] =
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1

𝑇
[0,1,⋯ ,

𝑁

2
−
1

2
, −

𝑁

2
+
1

2
, ⋯ ,−1]. To construct the spectrum of the analytic-like signal, 

𝑍[𝑘], an analogues DFT version of Eq. (36) can be formed, as shown in Eq. (37) for 

𝑁 being an even integer. Note that in this case, the Nyquist frequency bin, 𝑘 = 𝑁/2, 

is retained and unaltered akin to the DC term even though it is generally considered 

to be a negative frequency component. If 𝑁 is an odd integer, there is no Nyquist 

frequency coefficient and the positive frequency coefficients to double are from 𝑘 =

1,⋯ , (𝑁 − 1)/2, and the negative frequency bins to set to zero are 𝑘 = (𝑁 − 1)/2 +

1,⋯ ,𝑁 − 1 [107]. 

 

𝑍[𝑘] =

{
 

 
𝑌[0] 𝑘 = 0
2𝑌[𝑘] 𝑘 = 1,⋯ ,𝑁/2 − 1

𝑌[𝑁/2] 𝑘 = 𝑁/2
0 𝑘 = 𝑁/2 + 1,⋯ , 𝑁 − 1

 (37) 

The inverse DFT of 𝑍[𝑘], which can be computed numerically with the inverse Fast 

Fourier Transform (IFFT) algorithm, produces the analytic-like signal, 𝑧[𝑛], which 

contains the original input 𝑦[𝑛] as its real part, and the discrete Hilbert Transform of 

this input, 𝓗𝐝(𝑦[𝑛]), as its imaginary part [107]. 

 𝑧[𝑛] = 𝑦[𝑛] + i𝓗𝐝(𝑦[𝑛]) (38) 

Assuming the necessary computational resources for determining the FFT of 𝑦[𝑛] are 

accessible, this approach offers a simple method for simultaneously computing the 

discrete Hilbert Transform of the input signal and forming the associated analytic-like 

signal.  

 

2.2.3. Estimating the Amplitude and Phase of Harmonic Signals 
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The Hilbert Transform was introduced in the preceding section with the input, 𝑦(𝑡), 

being some real-valued function and the output, 𝓗(𝑦(𝑡)), being its phase-quadrature 

complement. While this general formulation proved useful for presenting the 

fundamental properties of analytic signals, the focus of this work is analyzing structural 

dynamics responses in which the expected input is likely to be a nonstationary 

oscillation. As previously described in Eq. (7), this type of harmonic signal can be 

characterized by two arbitrary, time-varying, real-valued functions in the form of an 

amplitude envelope, 𝐴(𝑡), and phase angle, 𝜓(𝑡). These were combined to produce a 

complex-valued quantity, 𝑞(𝑡), which can be represented in polar form as a complex 

exponential, or in rectangular form through Euler’s formula with real and imaginary 

components that are both subject to the same amplitude envelope and are a phase-

quadrature pair. 

The underlying issue in the FREEVIB and FORCEVIB methods detailed above 

was that the necessary amplitude, 𝐴(𝑡), and phase, 𝜓(𝑡), are not directly observable 

and must be estimated from the response of the dynamic system. This can be 

accomplished with the Hilbert Transform by taking the measured dynamic response 

to be the input signal, and assuming that these are representative of the real part of 

𝑞(𝑡) as shown in Eq. (39). 

 𝑦(𝑡) = 𝐴(𝑡) cos(𝜓(𝑡)) (39) 

If the Hilbert Transform of this input replicates the imaginary component of 𝑞(𝑡), the 

associated analytic signal, 𝑧(𝑡), is equivalent to 𝑞(𝑡) and can be cast into polar form 

to generate the desired amplitude and phase. The primary complication in this process 
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is that this input signal is the product of two functions, 𝐴(𝑡) and cos(𝜓(𝑡)), such that 

the output in general is a phase-quadrature complement to the combined term. To 

reproduce the imaginary part of 𝑞(𝑡), the phase shifting effect of the Hilbert Transform 

must exclusively transform the cosine term to sine while passing the amplitude 

through unchanged. This can be accomplished through the Bedrosian Identity [84], 

which simplifies the Hilbert Transform of the combined signal into the product of the 

amplitude envelope with the Hilbert Transform of the cosine of the phase. While this 

is a convenient result, the Bedrosian Identity is only valid if certain conditions on the 

input signal are satisfied. These conditions are explored in detail in the next section. 

For now, operating under the assumption that the Bedrosian Identity is valid, the 

Hilbert Transform of the input signal defined in Eq. (39) produces the correct imaginary 

part of 𝑞(𝑡) as shown in Eq. (40), and the subsequent analytic signal is equivalent to 

the true quadrature signal, 𝑧(𝑡) = 𝑞(𝑡). 

 𝓗(𝑦(𝑡)) ≅ 𝐴(𝑡) sin(𝜓(𝑡)) (40) 

Thus, the complex quantity formed from the input and its Hilbert Transform can be 

cast from rectangular to polar form as demonstrated in Eq. (41), where the 

amplitude, 𝐴(𝑡), and phase, 𝜓(𝑡), are the magnitude and angle of the analytic signal, 

𝑧(𝑡), as shown in Eq. (42) and Eq. (43), respectively [88].  

 𝑧(𝑡) = 𝑦(𝑡) + i 𝓗(𝑦(𝑡)) ≅ 𝐴(𝑡)ei𝜓(𝑡) (41) 

 𝐴(𝑡) ≅ |𝑧(𝑡)| = √𝑦(𝑡)2 +𝓗(𝑦(𝑡))
2 (42) 
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  𝜓(𝑡) ≅ ∠𝑧(𝑡) = arctan (
𝓗(𝑦(𝑡))

𝑦(𝑡)
) (43) 

 These derivations can also be adapted to the discrete and finite time domain 

detailed in the previous section, where the analytic-like signal, 𝑧[𝑛], is formed from a 

sampled input signal, 𝑦[𝑛], and its discrete Hilbert Transform, 𝓗𝐝(𝑦[𝑛]). Assuming 

the Bedrosian Identity is still valid in this scenario, the magnitude and angle of the 

complex values in 𝑧[𝑛] produce estimates of the amplitude, 𝐴[𝑛], and phase, 𝜓[𝑛], at 

each sample point [108].  

As a demonstration of how this procedure is typically applied to a measured 

structural response, the discrete Hilbert Transform can be used to estimate the phase-

quadrature complement to the linear SDOF free response previously described in Eq. 

(20) and shown above in Figure 9. After creating a discretized version of the response 

values defined by Eq. (20), its associated analytic-like signal can be formed in the 

frequency domain using Eq. (37). Inverting the spectrum to the time domain produces 

the complex-valued signal 𝑧[𝑛], where the real part is the observable free response, 

the imaginary part is its discrete Hilbert Transform, and the estimated amplitude and 

phase are the magnitude and angle of these complex values. 
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Figure 10: Estimating the phase-quadrature complement to a linear free decay with the discrete 

Hilbert Transform. In both the polar and rectangular forms, there are prominent end effects where 
the results deviate from the expected true phase-quadrature signal.  

The results of this computation are shown in Figure 10, where the right plot 

shows the components of the analytic-like signal in rectangular form with respect to 

time, with the real part as the solid blue line, the imaginary part as the orange dotted 

line, and their magnitude as the red dash-dot line. While the central portion of the 

analytic-like signal appears relatively correct when compared to the expected exact 

quadrature curves seen on the right side of Figure 9, the beginning and end contain 

large, sudden spikes contaminating both the imaginary and magnitude curves. These 

end effects are also visible in the left plot, which shows the computed analytic-like 

signal in polar form in the complex plane as the dash-dot red line and the exact 

complex-valued quadrature signal from the left side of Figure 9 as the solid black line. 

While the spiral behavior of each complex signal overlays through the middle of the 

response, the end effects are visible here as the ends of the analytic-like signal 

deviating toward large negative imaginary values. These signals are also shown in the 
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frequency domain in Figure 11. Both curves have the same peak frequency but exhibit 

drastically different leakage profiles. While the true quadrature signal contains 

significant spectral content in the negative frequency band, the negative frequency 

components of the analytic signal are zero.  

To understand this discrepancy, recall that, in general, the Hilbert Transform 

produces a phase-quadrature complement to the complete input signal, 𝓗(𝑦(𝑡)) =

𝓗(𝐴(𝑡) cos(𝜓(𝑡))), such that the negative frequency components of the subsequent 

analytic signal are zero. Conversely, the complex signal shown in Eq. (7) is defined in 

terms of Euler’s formula, where the real and imaginary components are phase-

quadrature complements that properly portray the expected amplitude and phase. The 

Bedrosian Identity essentially describes the specific situation in which these two 

definitions produce the same result. For the free decay response, the true quadrature 

signal includes significant negative frequency components that are required to 

correctly represent the amplitude and phase. As the analytic-like signal cannot 

reproduce these values, the Bedrosian Identity is not a valid assumption in this 

scenario. Instead, the discrete Hilbert Transform result contains end effects which are 

a time domain artifact of applying the Hilbert Transform frequency domain transfer 

function that causes the negative frequency components of the associated analytic-

like signal to reduce to zero. 



51 

 

 

 

 
Figure 11: Comparing the linear free decay true quadrature and analytic signals in the frequency 

domain. The true quadrature signal contains significant spectral content in the negative frequency 
band. It is impossible for the analytic signal to reproduce this, as the negative frequency components 

are zero by the definition of the Hilbert Transform. 

2.2.4. The Accuracy of the Bedrosian Identity 

While the process for estimating the amplitude and phase of some sampled, finite 

signal with the discrete Hilbert Transform is both conceptually simple and numerically 

efficient, it is also subject to significant errors if the Bedrosian Identity is invalid. The 

simple example above shows that this identity is not applicable to even the most basic 

structural dynamic response and the discrete Hilbert Transform result is contaminated 

by significant end effects. As errors such as these are very commonly observed when 

utilizing the Hilbert Transform in general signal processing tasks, this implies that most 

practical applications of the Hilbert Transform are on signals where the Bedrosian 

Identity does not hold. To determine the conditions under which use of the Bedrosian 

Identity is a valid assumption, this section investigates the error between the general 
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output from the Hilbert Transform and the phase-quadrature complement required to 

correctly produce the amplitude and phase.  

In terms of the free decay detailed in the previous section, the difference 

between the desired quadrature signal and the discrete Hilbert Transform is shown in 

Figure 12, where the true phase-quadrature signal is the solid blue line, the discrete 

Hilbert Transform approximation is the dash-dot orange line, and the error between 

them is the dotted yellow line.  

 
Figure 12:  The exact phase-quadrature signal compared to the discrete Hilbert Transform 

approximation. (Left) The imaginary component of the true quadrature signal and the Hilbert 
Transform result in the time domain. (Right) The same curves, but in the frequency domain. The error 

is predominately a low frequency signal that is symmetric in the positive and negative frequency 
bands.  

The end effects are visible in the time domain in the left plot, where the error is near 

zero throughout the central portion of the oscillations while rapidly increasing in 

magnitude at the start and end. The right plot depicts the same signals in the 

frequency domain, where the error is found to have a peak at zero Hertz and 
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symmetrically propagates into the positive and negative frequency bands, showing 

that the error is equally distributed in both the positive and negative frequency ranges.  

An expression that quantifies this error can be constructed based on the 

difference between the general result of the Hilbert Transform and the exact 

quadrature signal. By identifying when the error approaches zero, the conditions under 

which the Bedrosian Identity is valid can be established. An error metric such as this 

was first developed by Nuttall in [85] in the context of communications theory to 

expand upon the original definition of the Bedrosian Identity [84]. The following is an 

adaptation of Nuttall’s derivation, where it has been generalized to better function in a 

structural dynamics framework.  

 For a general nonstationary oscillation, the Hilbert Transform input signal in Eq. 

(39) took the form 𝑦(𝑡) = 𝐴(𝑡) cos(𝜓(𝑡)). To accurately recover the amplitude and 

phase from the magnitude and angle of the subsequent analytic signal, the output 

from the Hilbert Transform must be 𝓗(𝑦(𝑡)) = 𝐴(𝑡) sin(𝜓(𝑡)). The error between this 

desired output and the Hilbert Transform of the input can be quantified in terms of their 

total squared difference.  

 
𝐸 = ∫ |𝓗(𝐴(𝑡) cos(𝜓(𝑡))) − 𝐴(𝑡) sin(𝜓(𝑡))|

2
𝑑𝑡

+∞

−∞

 (44) 

Through Parseval’s Theorem, the argument of 𝐸 can be equivalently represented in 

the frequency domain. The Hilbert Transform term then becomes a product of the 

Hilbert Transform transfer function with the Fourier Transform of the input.  
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𝐸 =

1

2𝜋
∫ |(−i sgn(𝜔)) ∙ 𝓕(𝐴(𝑡) cos(𝜓(𝑡))) −  𝓕(𝐴(𝑡) sin(𝜓(𝑡)))|

2
𝑑𝜔

+∞

−∞

 (45) 

As the input and quadrature time domain signals are strictly real-valued, their Fourier 

Transforms are Hermitian, and the positive and negative frequency components of 

each spectrum are complex conjugates. This can be more explicitly represented in the 

expression by expanding the cosine and sine terms into complex exponentials with 

Euler’s Formulas. 

 
𝐸 =

1

2𝜋
∫ |(−i sgn(𝜔)) ∙ 𝓕 (𝐴(𝑡) ∙

1

2
(ei𝜓(𝑡) + e−i𝜓(𝑡)))   

+∞

−∞

−  𝓕(𝐴(𝑡) ∙
1

2i
(ei𝜓(𝑡) − e−i𝜓(𝑡)))|

2

𝑑𝜔 

(46) 

This format shows that the Fourier Transforms of the input signal and the desired 

quadrature result can both be represented in terms of the spectrums of the complete 

quadrature signal, 𝓕(𝐴(𝑡)ei𝜓(𝑡)), and its complex conjugate, 𝓕(𝐴(𝑡)e−i𝜓(𝑡)). For 

convenience, these terms are respectively represented as the Hermitian functions 

𝑓(𝜔) and 𝑓∗(𝜔) as shown in Eq. (47). As 𝐴(𝑡)ei𝜓(𝑡) and 𝐴(𝑡)e−i𝜓(𝑡) are complex valued 

in the time domain their frequency spectrums are single-sided, where 𝑓(𝜔) is primarily 

contained within the positive frequency components, and its complex conjugate, 

𝑓∗(𝜔), is primarily in the negative frequency components.  

 𝑓(𝜔) = 𝓕(𝐴(𝑡)ei𝜓(𝑡))     &     𝑓∗(𝜔) = 𝓕(𝐴(𝑡)e−i𝜓(𝑡)) (47) 

Substituting 𝑓(𝜔) and 𝑓∗(𝜔) into Eq. (46) yields Eq. (48). 

 
𝐸 =

1

8𝜋
∫ |(−i sgn(𝜔)) ∙ (𝑓(𝜔) + 𝑓∗(𝜔)) + i (𝑓(𝜔) − 𝑓∗(𝜔))|

2
𝑑𝜔

+∞

−∞

 (48) 



55 

 

 

 

This shows that the Hermitian spectrum of the input signal is composed of the single-

sided spectrums of the desired quadrature signal and its complex conjugate, such that 

𝓕(𝐴(𝑡) cos(𝜓(𝑡))) = 1

2
𝑓(𝜔) + 1

2
𝑓∗(𝜔). To exactly transform this input into the desired 

phase-quadrature output, the 𝑓(𝜔) term must be multiplied by −i, and the 𝑓∗(𝜔) term 

must be multiplied by i, as in 𝓕(𝐴(𝑡) sin(𝜓(𝑡))) = −i1
2
𝑓(𝜔) + i1

2
𝑓∗(𝜔). Meanwhile, the 

Hilbert Transform applies the phase shift in terms of −i sgn(𝜔), where the positive 

frequency components are multiplied by −i, and the negative components are 

multiplied by i. To resolve the sgn(𝜔) term, the integral can be split into separate 

expressions for the negative and positive sides of the frequency spectrum.  

 
𝐸 =

1

8𝜋
∫ |i(𝑓(𝜔) + 𝑓∗(𝜔)) + i(𝑓(𝜔) − 𝑓∗(𝜔))|

2
𝑑𝜔

0

−∞

+
1

8𝜋
∫ |−i(𝑓(𝜔) + 𝑓∗(𝜔)) + i(𝑓(𝜔) − 𝑓∗(𝜔))|

2
𝑑𝜔

+∞

0

 

(49) 

The error term can then be simplified as shown in Eq. (50).  

 
𝐸 =

1

2𝜋
∫ |i𝑓(𝜔)|2𝑑𝜔
0

−∞

+
1

2𝜋
∫ |−i𝑓∗(𝜔)|2𝑑𝜔
+∞

0

 (50) 

This expression reveals that, if 𝑓(𝜔) and 𝑓∗(𝜔) extend into the negative and positive 

frequency bands, respectively, there are residual errors due to the Hilbert Transform. 

Any portion of 𝑓(𝜔) that falls into the negative frequency range is incorrectly phase 

shifted by i, and similarly any portion of 𝑓∗(𝜔) on the positive side is improperly shifted 

by −i. For the linear free decay, these components of the error term are shown 

explicitly in Figure 13. In this plot, the spectrum of the real-valued free decay signal is 

the black dash-dot line, and the spectrums of the true quadrature signal and its 



56 

 

 

 

complex conjugate, 𝑓(𝜔) and 𝑓∗(𝜔), are given by the solid blue and the dashed 

orange curves, respectively. The portion of each that crosses zero Hertz and receives 

the wrong phase shift from the Hilbert Transform is marked by the respective arrow 

and label. These rogue segments, which are at a maximum at 0 [Hz] and symmetric 

in magnitude in the positive and negative frequency bands, are exactly the error visible 

in the right side of Figure 12.  

 
Figure 13: The Hermitian frequency spectrum of the real-valued free decay input signal, and the 

single-sided spectrums of the exact quadrature signal and its complex conjugate that can be 
combined to form it. When applying the Hilbert Transform to the free decay, the segments of each 

quadrature spectrum that cross over 0 [Hz] receive the marked incorrect phase shifts. 

The primary issue with the error metric given in Eq. (50) is that it cannot be 

used to give quantitative results in practical applications, since it is dependent on the 

unknown spectrum of the desired complete quadrature signal. However, the derivation 

above can still be used to determine conditions for when the Bedrosian Identity is valid 

in general, which is when the error vanishes. For this to occur, 𝑓(𝜔) and 𝑓∗(𝜔) must 

be completely confined to the positive and negative frequency bands, respectively, 
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such that the Hilbert Transform transfer function, −i sgn(𝜔), exactly replicates the 

spectral phasing of the desired quadrature signal. Since 𝑓(𝜔) and 𝑓∗(𝜔) collectively 

represent the Hermitian spectrum of the real-valued input signal, if the spectrum on 

the positive and negative sides vanishes as it approaches 0 Hertz, then the Fourier 

Transform functionally separates the input signal into the phase-quadrature 

compliment and its complex conjugate, where each is fully contained within their 

respective frequency bands. Thus, the Bedrosian Identity is valid for an arbitrary input 

if its frequency content vanishes at frequencies near 0 Hertz. However, in realistic 

signals leakage and noise will generally produce significant frequency components in 

this range, leading to end effect errors in the Hilbert Transform output.  

The accuracy of the phase-quadrature output from the Hilbert Transform can 

be increased by mitigating the magnitude of frequency content near 0 Hertz in the 

input signal. In many cases, this content is comprised of spectral leakage due to 

bringing a nonperiodic time signal to the frequency domain. Suppressing this leakage 

can be achieved by simply applying a windowing function to the signal. A window 

function intended for spectral analysis is generally smooth and symmetric about a 

central maximum while tapering to zero at the edges. By multiplying the nonperiodic 

signal by the window, it is forced into a pseudo-periodic form which exhibits reduced 

leakage. This is demonstrated in Figure 14, which shows the linear free decay from 

the previous section as the solid blue line. In the time domain on the left, the free 

decay is visibly nonperiodic, as it starts at an initial value of 1 and converges toward 

zero as time progresses. Applying a windowing function to this signal produces the 
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orange dash-dot line, which begins and ends near zero. The windowing function 

utilized in this scenario is a 4-term Blackman-Harris window [109], which is shown in 

the left plot as the black dotted line. The spectrums for the standard free decay and 

its windowed counterpart are shown in the right plot. The frequency content near 0 

Hertz is approximately three orders of magnitude lower in the windowed signal 

compared to the original free decay.  

 
Figure 14: Spectral leakage can be suppressed by applying a windowing function to a nonperiodic 
signal. For the free decay signal, a 4-term Blackman-Harris window reduces the frequency content 

near 0 Hertz by approximately three orders of magnitude.  

 The discrete Hilbert Transform of the windowed free decay signal can be 

computed in the frequency domain as done for the unalter free decay signal in the 

previous section. The results of this procedure are shown in Figure 15, which depicts 

the Hilbert Transform output along with a windowed version of the exact quadrature 

signal, and the error between the two curves. These signals are shown in the time 

domain in the top left plot, where the oscillations seemingly overlay with no 
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discernable error. To properly view the error curve, it is also shown separately in the 

bottom left plot. While the shape of the error curve is similar to that of the regular free 

decay result in Figure 12, in that it is near zero through the central portion of the signal 

and peaks at the ends, it is about four orders of magnitude smaller. This is also 

observed in the frequency domain plot on the right, in which the spectrum of the error 

is on the order of 10−6, while the error spectrum for the free decay in Figure 12 is on 

the order of 10−2. Since the exact quadrature result is known for the free decay signal, 

the expression for the error 𝐸 can be utilized to quantify the accuracy of these Hilbert 

Transform results. The error for the original free decay signal shown in Figure 12 is 

𝐸 = 4.7, while the error after applying the windowing function is 𝐸 = 2.1 ∙ 10−8.  

 
Figure 15: The exact phase-quadrature signal compared to the discrete Hilbert Transform 

approximation for the windowed free decay signal. While end effects are still present in the error 
curve, they are approximately four orders of magnitude smaller than those observed in the Hilbert 

Transform of the standard free decay signal.  
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This section detailed the derivation of an expression for the error between the 

general output from the Hilbert Transform and the expected phase-quadrature 

complement defined by the Bedrosian Identity. By defining and quantifying this error, 

the condition for the Bedrosian Identity to be valid and accurate could be identified. It 

was found that, if the frequency content of the input signal vanishes at frequencies 

near 0 Hertz, then the correct phase shift is applied to the spectrum by the Hilbert 

Transform and the result is equivalent to the true quadrature signal. However, in 

practical applications the input signal is likely to not be precisely periodic, such that 

significant spectral leakage will cause the Bedrosian Identity to fail and end effects to 

contaminate the Hilbert Transform output. To suppress the leakage and dramatically 

reduce the presence of end effects, a windowing function can be applied to the input 

signal. However, this alters the output signal, such that the subsequently estimated 

amplitude is predominately in the shape of the applied windowing function. The next 

section presents a means of accounting for the window and reconstructing the phase-

quadrature signal to accurately produce the amplitude and phase with minimal errors. 

 Theory of The Short-time Hilbert Transform 

 The Hilbert Transform is frequently used as a signal processing tool to estimate 

the amplitude and phase of an arbitrary nonstationary oscillation. However, the results 

are often corrupted by end effects, where the most common solution is to simply 

truncate the result and discard that portion of the signal. The previous section 

presented a detailed review of pertinent background information on the Hilbert 
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Transform. It was shown that the accuracy of the estimated amplitude and phase are 

entirely dependent on the validity of the Bedrosian Identity, and that the Bedrosian 

Identity is not accurate when the signal contains significant frequency content near 0 

Hertz. This typically occurs with measured signals due to spectral leakage, caused by 

the signal being a finite duration that cannot be rendered into an infinitely smoothly 

periodic form. Consequently, the beginning and end of the signal likely have 

discontinuities which manifest as leakage in the frequency domain, causing the 

Bedrosian Identity to fail, and end effects to form in the Hilbert Transform result. It was 

then demonstrated that applying a windowing function to the signal suppresses the 

leakage and mitigates the subsequent end effects at the cost of altering the shape of 

the signal. To generate a correctly shaped result while also taking advantage of the 

benefits of windowing, this section introduces the Short-time Hilbert Transform 

(STHT), in which the Hilbert Transform is integrated into the framework of the Short-

time Fourier Transform.  

2.3.1. The Short-time Fourier Transform 

The Short-time Fourier Transform (STFT) is a time-frequency analysis tool 

commonly used to determine how the frequency content in a signal evolves through 

time. This is done by segmenting the signal into overlapping sections, applying a 

windowing function to each, and then utilizing the Fourier Transform to transfer each 

to the frequency domain. For a comprehensive derivation and analysis of the STFT, 

see [44]. For the purposes here, the signal is assumed to be in the finite and 

discretized form of a measured structural response, previously defined as 𝑦[𝑛]. To 
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compute the STFT representation of this signal, it must first be segmented and 

windowed as shown in Eq. (51).  

 �̃�[𝑚, 𝑛] = 𝑦[𝑛]𝑤a[𝑛 − 𝑚𝑅] (51) 

In this scenario, the signal is divided into 𝑀 segments, where 𝑚 = 0,1,… ,𝑀 − 1 are 

the segment indices. Each segment is of length 𝐿, and the amount of overlap with 

adjacent segments is defined by the hop size 𝑅, where in general, 𝑅 < 𝐿 < 𝑁. The 

windowing function, also known as the analysis window in this context, is contained 

within 𝑤a[𝑛] and is represented by 𝐿 nonzero samples, the position of which are shifted 

by 𝑅 samples for each segment 𝑚. These values produce the matrix �̃�[𝑚, 𝑛] containing 

𝑚 columns and 𝑛 rows, where each column is a separate windowed segment of the 

signal 𝑦[𝑛]. This matrix can then be transferred to the frequency domain by computing 

the DFT of each column via the FFT algorithm, producing the STFT of the signal, 

�̃�[𝑚, 𝑘] as in Eq. (52). In this process, it is typically advantages to pad each column 

with zeros such that the length, 𝑁, is increased to be a power of 2. Doing so improves 

the computational efficiency of the FFT algorithm while also increasing the frequency 

resolution of the result. 

 �̃�[𝑚, 𝑘] = DFT(�̃�[𝑚, 𝑛]) (52) 

The segment length and analysis window type should be chosen based on the 

content in 𝑦[𝑛]. Generally, shorter segments give finer time resolution while longer 

segments give finer frequency resolution. For an arbitrary signal, the segment length 

should be a balance of those, where it is short enough to adequately capture any 

nonstationary behavior but long enough to clearly convey what that behavior is. For 
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the STHT, the minimum segment length is set by what type of windowing function is 

selected. The primary difference between analysis windows are the frequency domain 

characteristics, which are the magnitude of the side lobes and the width of the main 

lobe relative to the number of oscillation cycles within the window. For the Hilbert 

Transform to produce minimal errors, the main lobe must not fall across 0 Hertz and 

the side lobes should be as small as possible. The 4-term Blackman-Harris window is 

utilized in this work as it exhibits negligible side lobes across a wide frequency range 

but requires at least four oscillation cycles to produce an acceptable main lobe width. 

Other windows have narrower main lobes at the cost of larger side lobes, such as the 

Hann window which only needs two oscillation cycles.  

A last point of note is regarding options in defining the segments at the 

beginning and end of the signal. While the segments can be constructed to simply 

start and end with the first and last samples, this could lead to issues later in the 

synthesis step. A common strategy is to artificially extend the signal, such that 

segments can be defined that similarly extend beyond the signal bounds. This can be 

done by simply repeating copies of the signal in the periodic sense, placing mirrored 

copies that potentially better match the edge conditions, or by just padding the signal 

with zeros.  

 

 

2.3.2. Integrating the Hilbert Transform into the STFT 
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 The Hilbert Transform can be incorporated into the STFT by transforming the 

spectrum of each input signal segment into the spectrum of the associated analytic 

signal. This is done by adapting the frequency domain transformation defined in Eq. 

(37) to operate on each column of �̃�[𝑚, 𝑘] and produce the matrix �̃�[𝑚, 𝑘] as shown in 

Eq. (53). In this expression, every DC and Nyquist coefficient is retained, the positive 

frequency components are doubled, and the negative frequency components are 

reduced to zero.  

 

�̃�[𝑚, 𝑘] =

{
 
 

 
 �̃�[𝑚, 0] 𝑘 = 0

2�̃�[𝑚, 𝑘] 𝑘 = 1,⋯ ,𝑁/2 − 1

�̃�[𝑚,𝑁/2] 𝑘 = 𝑁/2
0 𝑘 = 𝑁/2 + 1,⋯ ,𝑁 − 1

 (53) 

2.3.3. Mode Decomposition via Time-Frequency Masking 

In addition to forming the analytic signal, the spectra of the input signal in 

�̃�[𝑚, 𝑘] can be further modified through time-frequency masking [93]. In this process, 

weights are applied to portions of the STFT matrix to amplify or diminish the magnitude 

of specific frequency coefficients. These weights can be defined in terms of a binary 

matrix, 𝐌[𝑚, 𝑘], as shown in Eq. (54), which contains all zeros except for indices which 

correspond to spectral content that is to be retained.  

 𝐌[𝑚, 𝑘] = {
1 [𝑚, 𝑘] to retain
0 Otherwise

 (54) 

As the analytic signal transformation in Eq. (53) already sets the negative frequency 

components to zero, the functionality of the mask matrix 𝐌[𝑚, 𝑘] is to remove portions 

of the remaining frequency information. This can be used as a form of mode 
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decomposition for signals which contain multiple significant oscillatory components. 

Assuming the oscillations are separable in the STFT representation of the signal, the 

masking matrix 𝐌[𝑚, 𝑘] can be strategically constructed such that only frequency 

information related to a specific oscillation is kept and all else due to unwanted 

oscillations and/or noise is eliminated. The mask can then function as a time-

dependent ideal bandpass filter in which the bounds of the pass band are separately 

defined for each segment. If 𝐌[𝑚, 𝑘] is defined as a matrix of ones, then �̃�[𝑚, 𝑘] is 

unaltered and each segment is transformed into the standard analytic-like signal form.  

2.3.4. Assembling the Phase-Quadrature Signal 

After modifying �̃�[𝑚, 𝑘] as detailed above, the resulting phase-quadrature 

signal can be rendered in the time domain by the inverting the STFT through a process 

called synthesis. Of the various forms of synthesis that have been proposed, the 

approach utilized here is the Weighted Overlap-Add (WOLA) method [110]. The first 

step is to apply the inverse DFT to the masked analytic signal spectrums as shown in 

Eq. (55), where the matrices �̃�[𝑚, 𝑘] and 𝐌[𝑚, 𝑘] are multiplied elementwise.  

 �̃�[𝑚, 𝑛] = iDFT(�̃�[𝑚, 𝑘] ∙ 𝐌[𝑚, 𝑘]) (55) 

This produces the matrix �̃�[𝑚, 𝑛], where each column is a complex-valued signal with 

the real and imaginary parts related by the discrete Hilbert Transform. Assuming 

𝐌[𝑚, 𝑘] has been defined such that all the significant frequency content of at least one 

oscillation has been inverted, each column of �̃�[𝑚, 𝑛] contains a signal that is centered 

at the shifted location of the applied window and is in the shape of the analysis window. 
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Each signal also includes small end effects at the edges of the segment, as previously 

seen in Figure 15.  

In the context of the STFT and synthesis, these errors are known as artifacts 

and are understood to be a consequence of manipulating the frequency spectrum, 

which is done here by the Hilbert Transform and masking. In the WOLA method a 

second windowing function, known as the synthesis window, is applied as a weighting 

to each signal segment after computing the inverse DFT. If the synthesis window is 

the same as or similar to the analysis window, then the artifacts are suppressed. The 

artifacts can also be completely removed from each segment by defining a synthesis 

window that is shorter than the analysis window. To prevent gaps in the synthesized 

signal, the difference between the window lengths must be less than the amount of 

overlap provided by the hop size.  

 The overlap-add method is then used to assemble the weighted signal 

segments into a unified phase-quadrature result, �̂�[𝑛]. This is shown in Eq. (56), where 

𝑤s[𝑛] is the synthesis window and is constructed similar to the analysis window. In 

this expression, �̂�[𝑛] is given as the ratio of two separately summed quantities. In the 

numerator, each column of �̃�[𝑚, 𝑛] is weighted by the synthesis window and then 

combined. Depending on the hop size and the exact form of the analysis and synthesis 

windows, this produces a signal that is likely distorted by the applied windows. This is 

corrected by the normalization term in the denominator, which accounts for the 

combined influence of both windows in each segment. 
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�̂�[𝑛] =

∑ �̃�[𝑚, 𝑛]𝑀
𝑚=0 𝑤s[𝑛 − 𝑚𝑅]

∑ 𝑤a[𝑛 − 𝑚𝑅]
𝑀
𝑚=0 𝑤s[𝑛 − 𝑚𝑅]

 (56) 

When a desired quadrature signal contains nonzero negative frequency 

components, it is impossible for the Hilbert Transform to produce an analytic signal 

that emulates this behavior due to the requirement that the negative frequency 

components must be zero. While each isolated segment in �̃�[𝑚, 𝑛] is an analytic-like 

signal, the synthesis process in Eq. (56) does not preserve this condition and the 

assembled phase-quadrature signal �̂�[𝑛] is not analytic. This allows �̂�[𝑛] to produce a 

more accurate approximation of the desired quadrature signal as it is no longer 

constrained to the limitations of analytic signals that lead to ringing artifacts. 

2.3.5. Summary 

The STHT is an adaptation of the conventional frequency domain-based Hilbert 

Transform that replaces the Fourier Transform with the Short-time Fourier Transform. 

With the Fourier Transform, the spectrum of the total signal is used to form a phase-

quadrature compliment to the input. If the signal is not periodic, leakage in the 

frequency domain leads to prominent end effects in the time domain that corrupt the 

edges of the result and permeate through the entire signal. In the Short-time Fourier 

Transform, the input signal is divided into a set of overlapping segments which are 

then windowed to suppress leakage in the frequency domain. After applying the 

Hilbert Transform transfer function to each segment and defining an appropriate 

masking matrix, they can be transformed back to the time domain and assembled into 

a phase-quadrature complement to the input signal. This process is summarized in 
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Figure 16. While the end effects are mitigated, they are not removed entirely. 

Segments that contain discontinuities that generate leakage will still exhibit errors. 

However, these errors are localized and confined to only those segments and do not 

propagate throughout the signal as a whole. The primary improvements offered by the 

STHT over the conventional Hilbert Transform are localized errors instead of global, 

and the ability to perform additional operations on the STFT spectrum such as mode 

decomposition through time-frequency masking.  

 
Figure 16: The components of the Short-time Hilbert Transform process 

 Numerical Demonstrations 

This section presents two numerical case studies to demonstrate the STHT 

process. The first is a continuation of the linear free decay example utilized in the 

earlier section detailing various aspects of the Hilbert Transform. Estimates of the 

amplitude, natural frequency, and damping ratio are formed from the STHT as well as 

the typical DFT-based Hilbert Transform and a FIR filter Hilbert Transformer. The 

second case is a complicated multicomponent signal which contains three oscillations 

with decaying amplitudes that are also sweeping through overlapping frequency 

bands. This offers a difficult mode decomposition scenario which cannot be 

accomplished with typical bandpass filters and is problematic even for more 

sophisticated methods such as EMD and VMD. With the STHT, the individual 

  ,        
     

         

                  
           

  
  ,  
  , 



69 

 

 

 

harmonic components can be individually extracted from the signal through time-

frequency masking while simultaneously applying the Hilbert Transform to form 

estimates of the amplitude and phase. Noise is then added to the signal to 

demonstrate that the STHT is able to produce reasonable results under such 

conditions. 

2.4.1. Linear Free Decay  

As a demonstration of the STHT process and to provide a direct comparison to the 

standard Hilbert Transform, this section utilizes both to estimate the amplitude, natural 

frequency, and damping ratio of a simulated response. The signal is the linear free 

decay used throughout the previous sections of this work and initially shown in Figure 

9. This displacement response defined in Eq. (20) was evaluated over a time span of 

1 [s] at a sample rate of 1000 [Hz], with initial conditions 𝐴0 = 1 [m] and 𝜓0 = 0 [Rad], 

and system parameters 𝜔n = 10 [Hz] and 𝜁 = 5 [%]. To employ the STHT on this 

signal, the segment size for the STFT was set to 0.4 [s], the hop size was one sample, 

and the 4-term Blackman-Harris window was used. Copies of the response were 

appended to the beginning and end such that the periodic edge conditions observed 

in the previous sections are maintained. The synthesis window was formed from a 

𝐶∞-smooth trigonometric blending function [111] that was 10% of the segment length. 

As an additional point of comparison, an FIR filter Hilbert Transformer was also 

applied to the response to estimate the phase-quadrature signal [88]. The filter length 

was the same as the STFT segment size, and a Kaiser window was applied to the 

filter to taper the edges.  
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The estimated amplitude from each approach is shown in Figure 17, in which 

the truth value is the solid blue line, the conventional result where the DFT-based 

Hilbert Transform (HT-DFT) is applied to the whole signal is shown with the yellow 

dashed line, the FIR filter Hilbert Transformer result (HT-FIR) is the black dotted line, 

and the STHT estimate is given as the orange dash-dot curve. In the full view, all 

estimates exhibit similar end effects and seem to follow the truth value through the 

central portion of the response. However, the zoomed in plots show the discrepancy 

between each result in detail. In the right-side zoom plot, the HT-DFT result shows the 

most significant ringing artifacts that propagate into the response. While the HT-FIR 

result has less significant errors, the STHT shows the least and converges to the truth 

value in the region marked by the arrow. The left zoom plot shows that the HT-DFT 

curve exhibits some degree of ringing artifacts throughout the response, the HT-FIR 

result is slightly offset from the correct amplitude, and that the STHT curve accurately 

follows the true amplitude with no visible error. The STHT result converges to the 

exact truth curve from 0.2 [s] to 0.8 [s] because segments that are defined between 

those points do not contain the signal edges. These are simply a windowed version of 

the smoothly varying response where any edge artifacts from the Hilbert Transform 

are removed in the WOLA assembly process, yielding a practically error-free phase-

quadrature result.  
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Figure 17: The amplitude of the linear free decay and the estimations from the Short-time Hilbert 

Transform (STHT) and the Hilbert Transform as computed via the DFT and an FIR filter. The ringing 
artifacts that ripple through the HT-DFT curve are suppressed in the STHT result, as noted by the 

arrow in the zoomed in section. While the HT-FIR curve is more accurate than the HT-DFT result, it is 
slightly offset from the true value and shows more ringing than the STHT.  

The FREEVIB method detailed in Eq. (25) and Eq. (26) can be used to form 

estimates of the natural frequency and damping ratio of the system. To generate the 

required derivatives, a central difference approach was applied to the amplitude and 

phase results from each of the methods described above. The computed natural 

frequency and damping ratio curves are shown in the left and right sides of Figure 18, 

respectively. As these results are derived from derivative values, the errors are more 

pronounced. The HT-DFT curve shows significant ringing artifacts throughout the 

response, especially in the latter half. While the HT-FIR result is more accurate, it 

exhibits larger errors than the STHT curve which again overlays with the truth values 

between 0.2 [s] and 0.8 [s].  
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This example demonstrated that the STHT process is able to eliminate ringing 

artifacts in segments away from the signal edges. The more conventional DFT-based 

Hilbert Transform displayed the most significant error, with ringing that propagated 

throughout the response. While the FIR filter approach showed better results, it was 

less accurate than the STHT. 

 
Figure 18: Natural Frequency (left) and Damping Ratio (right) of the linear SDOF system with 

estimates derived from the derivatives of the amplitude and phase results from the STHT and the 
Hilbert Transform computed via the DFT and an FIR filter. The STHT result closely overlays with the 
true values in the central region of the response between the arrows. The HT-FIR curve shows slight 
ringing in this region, while the HT-DFT contains significantly more error throughout the response. 

2.4.2. Multicomponent Signal 

 In this section, a multicomponent signal is presented to demonstrate the 

adaptability of the STHT process to more complicated scenarios. The signal is 

composed of a frequency sweep and its second and third harmonics, each decaying 

from different initial amplitudes. An expression for this signal is given in Eq. (57), where 

𝑥1(𝑡), 𝑥2(𝑡) & 𝑥3(𝑡) are the individual oscillatory components, 𝜎(𝑡) is additive noise, 
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and 𝑥(𝑡) is the complete signal formed by summing these terms. The frequency of the 

oscillations is then 50 + 𝑡 + 0.9𝑡2 and its second and third harmonics. 

 𝑥(𝑡) = 𝑥1(𝑡) + 𝑥2(𝑡) + 𝑥3(𝑡) + 𝜎(𝑡) 

𝑥1(𝑡) = 1.00𝑒−0.1𝑡 cos(2𝜋(50𝑡 + 0.5𝑡2 + 0.3𝑡3)) 

𝑥2(𝑡) = 0.75𝑒−0.1𝑡 cos(4𝜋(50𝑡 + 0.5𝑡2 + 0.3𝑡3)) 

𝑥3(𝑡) = 0.50𝑒−0.1𝑡 cos(6𝜋(50𝑡 + 0.5𝑡2 + 0.3𝑡3)) 

(57) 

For this test case, 𝑥(𝑡) was rendered over a time span of 10 [s] at a sample rate of 

5000 [Hz]. In the initial analysis of this signal the noise is set to zero, but the impact of 

the noise will be investigated at the end of the section. The resultant time series is 

shown on the left side of Figure 19. This signal displays highly asymmetric behavior 

about zero due to the interference between the harmonic components as shown in 

detail in the zoomed plot window. To extract and characterize each component with 

the STHT, the STFT must first be computed. This was done with a segment size of 

0.5 [s], an overlap of 75%, and the 4-term Blackman-Harris analysis window. To 

mitigate end effects, mirrored copies of the signal were appended to the start and end. 

A plot of the magnitude of the resulting frequency coefficients, called a spectrogram, 

is shown on the right side of Figure 19, where darker color denotes low amplitude and 

brighter is higher. The components of the signal are visible as the three high amplitude 

ridges that sweep to higher frequencies as time progresses.  
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Figure 19: The multicomponent signal in the time domain (left) and the time-frequency domain 
(right). As the signal is composed of harmonics, interference between each result in the highly 

asymmetric profile in the time series. The STFT spectrogram representation of the signal shows the 
frequency sweep behavior of each harmonic as a high amplitude ridge that progresses through time. 

 To separate the individual components of the signal and form estimates of the 

frequency and amplitude of each, time-frequency masking is used to selectively 

remove portions of the STFT result. Each harmonic can be individually assembled in 

the time domain by constructing mask matrices that only retain frequency coefficients 

that are part of the associated ridge. In this case, the masks are defined to retain 

coefficients ±20 [Hz] from the frequency of that component. This is shown on the left 

side of Figure 20, in which the colored lines enclose the frequency content that is 

retained in each mask matrix. These regions functionally act as an ideal bandpass 

filter with a pass band of 40 [Hz] that shifts its center frequency in each segment to 

properly track the ridge. The time series for each masked region is then assembled 

with the WOLA method and are shown in the plot on the right side of Figure 20. The 

color of each signal corresponds to the color of the masked region in the spectrogram 
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view. In the zoomed in plot, each assembled harmonic component is shown to be 

cleanly separated.  

 
Figure 20: (Left) The portions of the STFT retained by each mask are denoted by the colored bounding 
boxes. (Right) The associated assembled time domain signals. Each harmonic component is visible in 

the zoomed plot.  

 As each of the assembled time series are in a complex-valued form, the 

magnitude can be taken as the amplitude and the frequency is the central difference 

derivative of the unwrapped phase angle. The results of this process for each 

extracted component are shown in Figure 21, with the amplitude on the left and the 

frequency on the right. The truth values are given as solid black lines, while the 

estimated curves are given as dashed lines in the associated color of the assembled 

time series shown in the right side of Figure 20. There is no discernable error between 

the estimated and the true values in the plot, as the amplitude and frequency errors 

are both on the order of 10−4 [%].  
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Figure 21: The amplitude (left) and frequency (right) of the components extracted via the STHT. The 
truth values are shown as black solid lines, and the estimated values are dashed line with colors 

respective of the mask regions.  

 Analyzing this signal with existing decomposition methods produces much 

more varied results. The approaches employed here are EMD [69] and VMD [90], 

where the specific coded implementations utilized are those supplied within MATLAB 

2021a. Both algorithms yield a set of oscillatory components called intrinsic mode 

functions (IMF) which are extracted from the signal. The DFT-based Hilbert Transform 

is then applied to each IMF to form estimates of the amplitude and phase. Applying 

EMD to the multicomponent signal in this test case generates two significant IMFs 

with the resultant amplitude and frequency of each shown in Figure 22. EMD is 

notoriously susceptible to mode mixing, which is when an IMF contains multiple 

oscillations at unique frequencies [112]. The first IMF is heavily affected by this 

phenomenon, where it is primarily composed of the second and third harmonics 

leading to the large variations in amplitude and frequency seen in Figure 22 and in 
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detail in the zoomed plots. While the second IMF is largely the first hormonic it also 

contains frequency content from the second and third, such that the amplitude is offset 

from any true value and the frequency is oscillating about the first harmonic. In 

applying VMD, three IMFs were formed that produced the amplitude and frequency 

results shown in Figure 23. These also exhibit mode mixing as evidenced by the high 

variability in each curve. Though the IMFs are somewhat accurate near the midpoint 

of the signal, each switch to a different harmonic in the latter half and show significant 

ringing artifacts at the start and end. While EMD and VMD are unable to correctly 

decompose the harmonics, the STHT accurately extracted and characterized all 

components of the signal. 

 
Figure 22: Amplitude (left) and Frequency (right) estimated from the IMFs generated by EMD. Both 
IMFs contain a mix of the three harmonics in the signal, leading to the inaccuracies in the results.  
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Figure 23: Amplitude (left) and Frequency (right) estimated from the IMFs generated by VMD. While 
somewhat accurate in the middle of the signal, each IMF has large errors at the start and also switch 

to different harmonics in the latter half.  

To demonstrate the effect of noise on the STHT results, the 𝜎(𝑡) term in Eq. 

(57) is now defined to apply Gaussian white noise to the multicomponent signal. The 

strength of the noise is set such that the signal-to-noise ratio (SNR) of 𝑥(𝑡) to 𝜎(𝑡) is 

6 [dB]. For each component 𝑥1(𝑡), 𝑥2(𝑡) & 𝑥3(𝑡) relative to 𝜎(𝑡), the SNRs are 4.22 

[dB], 2.84 [dB], and 1.51 [dB], respectively. The STFT of the signal is computed with 

the same parameters as used previously for the clean case. With the noise floor of the 

signal raised, the low amplitude sides of the time-frequency ridges are corrupted. To 

reduce the amount of noise that is included in the signal assembly process, the width 

of the masking regions is reduced to ±6 [Hz] on either side of the ridge peak.  
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Figure 24: (Left) The spectrogram of the noisy multicomponent signal and the bounds of each 

masking region for the STHT. (Right) The assembled time domain signal from each masked region of 
the spectrogram. 

The spectrogram of the noisy signal along with the narrower masking regions 

are shown on the left side of Figure 24, as well as the associated assembled time 

domain signal from each mask in the right-side plot. Compared to their noise-free 

counterparts, 𝑥(𝑡), 𝑥1(𝑡), 𝑥2(𝑡) & 𝑥3(𝑡), the extracted signals have SNRs of 23.22 [dB], 

26.14 [dB], 23.17 [dB], and 18.84 [dB], respectively. The estimated amplitude and 

frequency of each component from the STHT is given in Figure 25. In order from the 

lowest to highest frequency component, the mean errors for amplitude are 3.1%, 

4.2%, and 6.9%, and for frequency are 0.25%, 0.29%, and 0.41%.  
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Figure 25: The amplitude (left) and frequency (right) of the noisy signal components as estimated by 
the STHT. 

 In this numerical example, a multicomponent signal was used to demonstrate 

the adaptability of the STHT to complicated signals that are difficult to process with 

existing methods. Based on the spectrogram representation of the signal, bounding 

regions for time-frequency masking can be defined about each prominent ridge. By 

individually inverting the frequency content in each masked region back to the time 

domain to be assembled, the harmonic components of the signal can be extracted 

and characterized in terms of their amplitude and frequency. Meanwhile, for this signal 

the EMD and VMD methods of mode decomposition produced IMFs that exhibit 

significant mode mixing such that the amplitude and frequency from the Hilbert 

Transform vary wildly. And lastly, it was shown that the STHT can generate 

reasonable amplitude and frequency estimates even in the presence of strong noise. 
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 Experimental Demonstration 

This section details an experimental case study in which the STHT is utilized 

to form amplitude dependent natural frequency and damping ratio curves from a 

measured nonlinear free decay signal. The response was generated by the nonlinear 

benchmark structure known as the S4 Beam, which consists of two nominally identical 

stainless-steel beams that are bolted together at raised surfaces on each end. While 

initial investigations into this design were done by Singh et. al in [18], the specific 

experimental setup presented here is from more recent work done by Wall in [19]. 

Images of the structure and instrumentation are shown in Figure 26. The beams are 

suspended from bungees to approximate free boundary conditions and the response 

is recorded by an array of accelerometers positioned at the ends and middle of the 

beams. The data analyzed in this section is from a modal hammer impact performed 

in the center of the beam, marked by the red dot and arrow in Figure 26, with the drive 

point response measured by an accelerometer positioned on the direct opposite side 

of the beam. 
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Figure 26: (Top) The S4 Beam structure, composed of two nominally identical steel beams joined by 
bolts at the raised ends. (Bottom) The experimental setup to conduct the hammer tests in which the 
beam is instrumented with accelerometers and suspended from bungees. For the data utilized here, 

the impact was applied at the location marked in red by the dot and arrow, with the response 
recorded by an accelerometer on the opposite side of the beam. [19] 

The measured drive point acceleration is shown in the top left of Figure 27 and 

displays typical impulse excitation behavior, going from a rest state to a sudden high-

amplitude response that exponentially decays as the energy from the impact 

dissipates from the system. A DFT of this signal is plotted in the bottom left, in which 

the prominent peaks show that there are six modes that were significantly excited by 

the impact. At the start of the transient, the most dominant components of the 

response are the pair of modes near 1300 [Hz] and 1500 [Hz]. This is detailed in the 

upper zoom window of the time series, where the beating pattern due to interference 

between the close modes is visible. As the ringdown progresses the higher order 

resonances quickly decay, and the response appears to be primarily composed of the 

first elastic mode near 280 [Hz] as shown in the lower zoom window. 
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Figure 27: The recorded acceleration of the S4 beam near the drive point in the time domain (Left 

Top) and frequency domain (Left Bottom). (Right) Spectrogram showing the STFT of the measured S4 
Beam response. Each modal response is denoted by a ridge that slowly fades as time progresses. 

 To utilize the STHT to characterize the modal responses in this signal, the 

STFT must first be computed. This was done with a segment size of 0.15 [s], an 

overlap of 75%, and the 4-term Blackman-Harris analysis window. The first segment 

was set to begin at the first peak of the response to avoid including the impulse and 

the ringing artifacts it would generate. These parameters produced the STFT shown 

as the spectrogram on the right side of Figure 27. Each modal response seen as a 
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frequency peak in the DFT is now represented by a time-frequency ridge that decays 

in amplitude as time progresses.  

Extracting individual modal responses from the free decay is accomplished by 

constructing a time-frequency mask that retains a single ridge while removing all other 

frequency content. For this case study the masks were defined by manually selecting 

points to set the upper and lower extents of the passband region. The masking region 

selected for the first mode is shown on the left side of Figure 28, where the red dots 

mark the manually selected points and the blue lines are linearly interpolated between 

each to enclose the region. With this time-frequency mask, the time series of the first 

mode is then assembled with the WOLA synthesis method. The synthesis window is 

a trigonometric blending function that is 50% of the segment length to remove any 

residual artifacts at the edges. While this discards the outer 25% of each segment, the 

75% overlap leads to a contiguous result that is smoothly blended and complete. The 

real part of the assembled signal along with the response and the residual between 

the two are shown in the time and frequency domains on the right side of Figure 28. 

The zoom plots of the time series show that while the first mode is subdominant early 

in the response, its lower frequency leads to a slower decay rate such that it is the 

only active mode late in the response. In the frequency domain, the STHT is shown 

to have very accurately extracted that first mode as the result exhibits no other peaks 

and the residual contains no trace of the first peak. 
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Figure 28: (Left) The section of the spectrogram about the first mode and the selected lines defining 
the masking region about the ridge. (Right Top) The oscillation assembled from the masked region 
along with the original signal and the residual difference between them. (Right Bottom) The DFT of 

the signals shows that the first mode is accurately extracted. 

 Extracting the other five modal responses is accomplished by following the 

same procedure of defining an appropriate masking region about each prominent 

ridge in the spectrogram and synthesizing the associated oscillation in the time 

domain. The result of this process is displayed in Figure 29, in which the DFT of the 

real part of each assembled modal response is plotted as a solid line. These perfectly 

overlay with the peaks present in the measured response signal, which is the dash-

dotted line. The black dotted line represents what remains after removing the six 
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modal components from the response signal. This shows that each mode is 

completely removed from the response, as the residual is primarily composed of low 

amplitude peaks from weakly excited modes that were active for a short duration just 

after the impact.  

The VMD and EMD methods can also be applied to the measured response to 

compare the mode decomposition performance of each to the result produced by the 

time-frequency masking in the STHT. For both methods, the implementations of each 

algorithm that is supplied with MATLAB 2021a were again utilized. The results of these 

mode decompositions are given in Figure 30, in which the DFT of the IMFs from VMD 

are in the left plot and those from EMD are on the right. While VMD cleanly separates 

most of the modal peaks into isolated IMFs, it is unable to do so for the second mode. 

This peak is primarily included with the IMF that also contains the first mode but is 

present in all IMFs to some extent as shown in the zoomed window. Applying EMD to 

the response signal produces two IMFs that exhibit significant mode mixing. While the 

first IMF primarily captures all frequency content above 1000 [Hz], it contains portions 

of the lower order modes as well. It also generates significant noise below 1000 [Hz] 

that then corrupts the modes in the second IMF.  
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Figure 29: Result of extracting the six significant modal responses. The residual is primarily composed 

of weakly excited modes that quickly decay after the impact.  

 
Figure 30: The result of applying VMD (Left) and EMD (Right) to the response. VMD generates IMFs 
that capture the modal responses fairly accurately, except for the second mode which is primarily 

mixed with the first mode. EMD produces two IMFs that do not clearly contain any individual mode 
while also corrupting the signal with additional noise.  

 The FREEVIB equations detailed in Eq. (25) and Eq. (26) are now used to 

determine amplitude dependent natural frequency and damping ratios from the 

identified modal responses. For the STHT results, each modal response is already in 
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a complex-valued form such that the amplitude and phase are simply their magnitude 

and angle. The DFT-based Hilbert Transform is applied to the VMD and EMD results 

to determine amplitude and phase results for each IMF. To attain a cleaner FREEVIB 

output, measurement noise is smoothed from the amplitude and phase curves prior 

to computing their derivatives via central differences. The smoothing is applied 

identically to all curves and is performed by a third degree Savitzky-Golay filter [113] 

with a span of 0.5 [s]. This process produced the curves shown in Figure 31, in which 

the left plots are natural frequency, the right are damping ratio, the top is for the first 

mode, and the bottom are for the second mode. The STHT cleanly separated each 

mode such that distinct results are generated for each plot. These curves display clear 

nonlinearity in the form of increasing and decreasing natural frequency and damping 

ratio behavior with respect to the amplitude of the modal response. For VMD and 

EMD, the results from the IMF that most closely resembled the first mode are shown 

in those plots. As that IMF also contains the second mode due to mode mixing, neither 

approach produces a curve that can be placed into the bottom plots. Comparing the 

curves for the first mode, the VMD results appear to follow the same underlying trend 

as the STHT curve but exhibit significant noise due to the mode mixing with the second 

mode. Even with smoothing the EMD result is incredibly noisy and completely 

incomprehensible.  
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Figure 31: Amplitude dependent natural frequency (Left) and damping ratio (Right) for the first mode 

(Top) and the second mode (Bottom). The STHT is able to cleanly separate and individually extract 
both modes and produce the curves characterizing the nonlinearity in each. Both VMD and EMD 
produce IMFs with mode mixing that either approximately capture the nonlinear behavior with 

noise, or not at all.  
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 Conclusion 

 This paper introduced the Short-time Hilbert Transform as an improved 

approach to estimating the amplitude and phase of a nonstationary oscillation. The 

conventional Hilbert Transform is very popular due to its conceptual simplicity and 

computational efficiency. However, the results it produces very commonly include 

ringing artifacts in the form of end effect errors. The thorough review presented here 

of the theoretical background for the Hilbert Transform demonstrated that the ringing 

artifacts are a consequence of frequency domain leakage from the Fourier Transform 

being incorrectly phase shifted by the Hilbert Transform transfer function. Therefore, 

the ringing artifacts can be suppressed by reducing the amount of leakage exhibited 

by the signal. That was accomplished with the STHT in this work by instead utilizing 

the Short-time Fourier Transform for computing the Hilbert Transform. The STFT 

offers an existing framework for dividing a signal into smaller windowed segments, 

performing modifications to the spectral content, and then reassembling the altered 

time signal. In this process, the Hilbert Transform is applied in the modify-spectral-

content step as a simple phase shifting transfer function as normal. Segmenting the 

signal localizes ringing artifacts to only impact the segments that contain the cause of 

the leakage. Any segment that only contains smoothly varying oscillations exhibits 

negligible end effects as the applied window minimizes leakage caused by 

nonperiodic edge conditions. Furthermore, this process allows for additional 

modifications to be made to the spectral content in each segment, such as performing 

mode decomposition via time-frequency masking. The mask can be strategically 
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constructed to essentially function as a time-dependent ideal bandpass filter with a 

passband that is separately defined for each segment. By setting the mask to only 

retain frequency information related to a specific component, the associated oscillation 

can be extracted from the signal and synthesized in the time domain.  

 This process was first demonstrated on a linear free decay to show the 

improved accuracy of the results compared to the standard Hilbert Transform. The 

second numerical case study was a complicated multicomponent signal that contained 

three harmonics that swept through a wide frequency range while also exhibiting 

decaying amplitudes. While the EMD and VMD methods failed to separate the 

components, the STHT accurately extracted each harmonic from the signal. A strong 

Gaussian white noise was then added to the signal. By narrowing the passband of the 

time-frequency masks, reasonable results for each harmonic were able to be 

recovered. The last case study presented experimental data in the form of a measured 

nonlinear free decay from a benchmark structure. By computing a STFT of the 

response signal, it could be visualized as a spectrogram. This allows for the time-

frequency mask regions to be easily defined by selecting points on the plot and 

manually constructing the bounds of the mask matrix. With this process, the amplitude 

and phase of the individual modal responses could be synthesized from the complete 

measured response. These were then used to generate quasi-linear natural frequency 

and damping ratio curves that characterize the nonlinear behavior exhibited by the 

structure.  
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 The STHT is a simple generalization of the standard Hilbert Transform process 

that exchanges use of the Fourier Transform with the Short-time Fourier Transform. 

Doing so provides a flexible framework that can be easily adapted to accurately 

characterize highly nonlinear signals that could not be processed with more 

conventional approaches such as bandpass filtering and the Hilbert Transform. In its 

simplest form, the STHT is a variation of the usual inverse STFT process, where only 

the positive frequency content is reconstructed in the time domain instead of the 

complete spectrum. Estimates of amplitude and phase generated by the STHT are 

only locally impacted by ringing artifacts instead of globally. While this does not 

entirely remove ringing artifacts, their effect on the signal is suppressed and results 

are improved. An avenue for future work would be to investigate sophisticated signal 

extension processes. These are methods that analyze the content at the signal edge 

and generate an artificial continuation that smoothly extend the signal such that the 

discontinuity and the associated end effects are eliminated. Alternatively, the 

optimization process explored in the next chapter could also be used to overcome the 

lingering issues with ringing artifacts present in the STHT.  
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 Characterizing Oscillations with Nonlinear Optimization  

 Introduction 

In this chapter, a new NLSID method is proposed that circumvents issues 

present in current methods for determining instantaneous system parameters. Instead 

of estimating the complex form of the signal with the Hilbert Transform, nonlinear 

optimization is used to directly curve fit representations of amplitude and phase to 

sampled oscillations. This is inspired by work done by Goyder and Lancereau [58], in 

which they directly curve fit a linear free response model form to segments of a 

nonlinear signal. By incrementing this window down the time series, a piece-wise 

linear representation of the nonlinear behavior of the natural frequency and damping 

can be constructed. Additionally, several other works describe a similar procedure. 

Early work by Smith in [114] was developed during the Space Shuttle dynamic testing 

program for identifying linear modal parameters from curve fitting measured 

transients. Also, Hallauer in [115] uses a MATLAB nonlinear least squares algorithm 

to fit measured response data with viscous damping and Coulomb friction parameters.  

The method proposed here extends these processes in several ways. The 

representations for amplitude and phase are generalized to polynomial expressions 

of arbitrary order, allowing for nonstationary oscillations to be directly represented. To 

maximize the numerical efficiency of this approach, the exact form of the gradient to 

be used in the nonlinear optimization is derived. In performing the nonlinear least 

squares solution, the previous works minimized the residual between time domain 
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vectors. While first considering that approach, this work demonstrates that the data 

can be transformed into the frequency domain, and the error minimization can be 

computed on information within a specific frequency band. This can be leveraged to 

curve fit individual signals from data containing multiple prominent oscillations, without 

the need for filtering or other pre-processing techniques. After completing the 

optimization, the resultant fit can be used to represent the integrals and/or derivatives 

of the oscillation. And finally, an implementation of FREEVIB/ FORCEVIB is given in 

terms of the curve fitting results, producing natural frequency and damping ratio during 

free and forced response, respectively. Following these derivations, several case 

studies are presented to demonstrate the various aspects of this NLSID method on 

numerical and experimental data.  

 Theoretical Derivations 

3.2.1. Amplitude and Phase Curve Fitting 

In the most general sense, the proposed curve fitting method seeks to form a 

best-fit approximation, �̃�(𝑡), to some existing oscillating signal, 𝑦(𝑡). 

 �̃�(𝑡) ≅ 𝑦(𝑡) (58) 

An appropriate expression for �̃�(𝑡) is a general nonstationary oscillation with time 

dependent terms for amplitude, 𝛽(𝑡), and phase, 𝛼(𝑡). 

 �̃�(𝑡) = e𝛽(𝑡) cos(𝛼(𝑡)) (59) 

Convenient forms for 𝛼(𝑡) and 𝛽(𝑡) are polynomials of time with arbitrary order. 
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 𝛼(𝑡) = 𝛼0 + 𝛼1𝑡 + 𝛼2𝑡
2 + 𝛼3𝑡

3 +⋯ (60) 

 𝛽(𝑡) = 𝛽0 + 𝛽1𝑡 + 𝛽2𝑡
2 + 𝛽3𝑡

3 +⋯ (61) 

The function to be used in the curve fitting process is then given below in Eq. (62), 

where the optimization variables are the 𝛼(𝑡) and 𝛽(𝑡) polynomial coefficients. 

 �̃�(𝑡) = e𝛽0+𝛽1𝑡+𝛽2𝑡
2+⋯ cos(𝛼0 + 𝛼1𝑡 + 𝛼2𝑡

2 +⋯) (62) 

While this renders a model form that could be directly implemented in a nonlinear 

curve fitting algorithm, the problem can be simplified by restructuring Eq. (62) such 

that the lowest order polynomial terms, 𝛼0 and 𝛽0, can be determined outside of the 

optimization. This is done by first separating the exponential into the product of two 

terms, e𝛽0e𝛽1𝑡+𝛽2𝑡2+⋯, where e𝛽0 is the amplitude at 𝑡 = 0, and e𝛽1𝑡+𝛽2𝑡2+⋯ describes 

the shape of the amplitude envelope. Additionally, α0, which is the phase offset of the 

oscillation, is removed from the cosine with the Angle-Sum Identity: 

 cos(θ + 𝜙) = cos(θ) cos(ϕ) − sin(θ) sin(ϕ) (63) 

This transforms the single cosine in Eq. (62) into an equivalent form that is the 

superposition of a sine and cosine with scaling coefficients based on α0.  

 �̃�(𝑡) = e𝛽1𝑡+𝛽2𝑡
2+⋯(e𝛽0 cos(𝛼0) cos(𝛼1𝑡 + 𝛼2𝑡

2 +⋯)

− e𝛽0 sin(𝛼0) sin(𝛼1𝑡 + 𝛼2𝑡
2 +⋯)) 

(64) 

Without any loss of generality, the sine and cosine coefficients may be condensed into 

the arbitrary constants 𝐴 and 𝐵: 

 𝐴 = e𝛽0 cos(𝛼0) (65) 

  𝐵 = −e𝛽0 sin(𝛼0) (66) 
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The subsequent expression can be placed into a matrix form as in Eq. (67). While Eq. 

(62) is a nonlinear function of 𝛼0 and 𝛽0, these terms are equivalently represented 

linearly in Eq. (67) as 𝐴 and 𝐵, reducing the number of optimization variables by two. 

 �̃�(𝑡) = e𝛽1𝑡+𝛽2𝑡
2+⋯[cos(𝛼1𝑡 + 𝛼2𝑡

2 +⋯) sin(𝛼1𝑡 + 𝛼2𝑡
2 +⋯)] [

𝐴
𝐵
] (67) 

For ease of notation, gather the remaining polynomial coefficients into vector 𝛋: 

 𝛋 = [𝛽1 𝛽2 ⋯ 𝛼1 𝛼2 ⋯] (68) 

Additionally, it is beneficial to represent the time-dependent terms in Eq. (67) as: 

 𝐡(𝛋, 𝑡) = 𝑒𝛽1𝑡+𝛽2𝑡
2+⋯[cos(𝛼1𝑡 + 𝛼2𝑡

2 +⋯) sin(𝛼1𝑡 + 𝛼2𝑡
2 +⋯)] (69) 

This results in the equation for the synthesized oscillation to be represented as: 

 �̃�(𝑡) = 𝐡(𝛋, 𝑡) [
𝐴
𝐵
] (70) 

In practice, this expression for �̃�(𝑡) will be used to fit data that has been sampled at 

𝑁t discrete points in time. Therefore, the curve fit to the current set of data points is 

given by Eq. (71), where 𝐲 is a vector of recorded values with length 𝑁t, and �̃� is the 

best-fit approximation to those values. 

 �̃� ≅ 𝐲 (71) 

Subsequently, by discretizing Eq. (69) at the points in time associated with the values 

in 𝐲, 𝐡(𝛋, 𝑡) becomes a matrix, 𝐇(𝛋), with dimensions [𝑁t  ×  2].  

 �̃� = 𝐇(𝛋) [
𝐴
𝐵
] (72) 

𝐴 and 𝐵 are now determined through linear least squares between 𝐇(𝛋) and 𝐲. This 

is shown mathematically in Eq. (73) in terms of a matrix pseudo-inverse, but it should 
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be emphasized that the linear least squares solution should be computed with 

whatever numerical method is most convenient and accurate.  

  [
𝐴
𝐵
] = 𝐇(𝛋)†𝐲 (73) 

The expression for the curve fit to 𝐲 is now given as: 

 �̃� = 𝐇(𝛋)(𝐇(𝛋)†𝐲) (74) 

 The optimal values of the polynomial coefficients in 𝛋, 𝛼1, 𝛼2, … and 𝛽1, 𝛽2, …, 

are found by minimizing the residual between the original data, 𝐲, and the expression 

for �̃� given in Eq. (74). This can be performed by a nonlinear least squares algorithm, 

such as Trust-Region-Reflective [116], [117] or Levenberg-Marquardt [118], [119]. 

These algorithms are modified implementations of Newton’s method, specifically 

structured to numerically solve nonlinear least squares problems. As such, the 

gradient of the objective function is required at each iteration. While this can be 

approximated with central difference, doing so decreases the algorithm efficiency as 

many more function evaluations must be performed. To avoid this unnecessary 

computational burden, the form of the gradient can be analytically derived by 

calculating the partial derivative of �̃� with respect to each optimization variable. 

Equation (75) depicts the general form of the partial derivative of Eq. (72) with respect 

to the terms in 𝛋. Note that, while 𝐴 and 𝐵 are constants, their value is dependent on 

the current iteration of the optimization variables in 𝛋, as given by Eq. (73). 

 
𝜕�̃�

𝜕𝛋
=
𝜕𝐇(𝛋)

𝜕𝛋
[
𝐴
𝐵
] + 𝐇(𝛋)

𝜕 [
𝐴
𝐵
]

𝜕𝛋
 (75) 
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The first term in Eq. (75) is the partial derivative of Eq. (69), evaluated at the current 

time points. This is given below in Eq. (76) with respect to the 𝛼𝑛 coefficients, where 

𝑛 is the index of the coefficient, in which the sine and cosine terms are now their 

respective derivatives and a 𝑡𝑛 term has come out of each. Similarly, the partial 

derivative with respect to the 𝛽𝑛 terms is given in Eq. (77), where the 𝑡𝑛 term has 

simply come down from the amplitude exponential.  

 𝜕𝐡(𝛋, 𝑡)

𝜕𝛼𝑛
= 𝑡𝑛𝑒𝛽1𝑡+𝛽2𝑡

2+⋯[−sin(𝛼1𝑡 + 𝛼2𝑡
2 +⋯) cos(𝛼1𝑡 + 𝛼2𝑡

2 +⋯)] (76) 

 𝜕𝐡(𝛋, 𝑡)

𝜕𝛽𝑛
= 𝑡𝑛𝑒𝛽1𝑡+𝛽2𝑡

2+⋯[cos(𝛼1𝑡 + 𝛼2𝑡
2 +⋯) sin(𝛼1𝑡 + 𝛼2𝑡

2 +⋯)] (77) 

The second partial term in Eq. (75), the partial derivative of 𝐴 and 𝐵, is less 

straightforward as it requires the derivative of a linear least squares solution. This can 

be defined in terms of the pseudo-inverse notation used in Eq. (73): 

 𝜕 [
𝐴
𝐵
]

𝜕𝛋
=
𝜕𝐇(𝛋)†

𝜕𝛋
𝐲 (78) 

To derive the derivative of the matrix pseudo-inverse [120], begin with a property of 

the pseudo-inverse given in Eq. (79), where the product of the matrix and its pseudo-

inverse is an identity. The partial derivative of this expression with respect to 𝛋 is 

determined in Eq. (80) by applying the chain rule. This can then be rearranged as in 

Eq. (81), providing an expression for the partial derivative of 𝐇(𝛋)†. 

 𝐇(𝛋)†𝐇(𝛋) = 𝐈 (79) 

 
𝐇(𝛋)†

𝜕𝐇(𝛋)

𝜕𝛋
+
𝜕𝐇(𝛋)†

𝜕𝛋
𝐇(𝛋) = 0 (80) 
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 𝜕𝐇(𝛋)†

𝜕𝛋
= −𝐇(𝛋)†

𝜕𝐇(𝛋)

𝜕𝛋
𝐇(𝛋)† (81) 

With this result, Eq. (78) can be reformulated as: 

 𝜕 [
𝐴
𝐵
]

𝜕𝛋
= −𝐇(𝛋)†

𝜕𝐇(𝛋)

𝜕𝛋
𝐇(𝛋)†𝐲 = −𝐇(𝛋)†

𝜕𝐇(𝛋)

𝜕𝛋
[
𝐴
𝐵
] (82) 

The partial derivatives in Eq. (75) may then be represented concisely as in Eq. (83), 

where the individual partials with respect to each term in 𝛋 are evaluated in Eq. (76) 

for 𝛼1, 𝛼2, …  and Eq. (77) for 𝛽1, 𝛽2, … . 

 𝜕�̃�

𝜕𝛋
=
𝜕𝐇(𝛋)

𝜕𝛋
[
𝐴
𝐵
] − 𝐇(𝛋)(𝐇(𝛋)†

𝜕𝐇(𝛋)

𝜕𝛋
[
𝐴
𝐵
]) (83) 

The nonlinear least squares curve fit posed in Eq. (74), along with this 

expression for the gradient, can be used to directly synthesize a best-fit approximation 

of the amplitude and phase of a sampled oscillation. However, it is typically impractical 

to accurately fit an entire measurement with a single polynomial. Thus, it may be 

necessary to use local regression [121], in which the signal is partitioned into smaller 

sections to be fit separately by low order polynomials. A smooth result can be 

constructed by defining a degree of overlap between adjacent sections, and then 

averaging the results. 

3.2.2. Frequency Domain Formulation 

The process for curve fitting the amplitude and phase of an oscillation 

described in the previous section is posed in the time domain, where the difference 

between 𝐲 and �̃� is minimized directly in terms of the sampled values at each discrete 

time point. Alternatively, the Fourier Transform can be utilized to transfer this 
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information to the frequency domain where equivalent operations can be performed 

between Fourier coefficients. This allows for the optimization to be confined to operate 

within a specific frequency range, restricting the fit to consider only information that is 

relevant to the oscillation of interest.  

 To perform the optimization in the frequency domain, the Fourier Transform, 

denoted by ℱ, is applied to the sampled oscillation 𝐲 and the matrix 𝐇(𝛋) as in Eq. 

(84) and Eq. (85), respectively.  

 𝐘(𝛚) = ℱ(𝐲) (84) 

 𝓜(𝛋,𝛚) = ℱ(𝐇(𝛋)) (85) 

The expression for the frequency domain curve fit is then formed as: 

 �̃�(𝛚) = 𝓜(𝛋,𝛚) [
𝐴
𝐵
] (86) 

While the total frequency range is denoted by 𝛚, in the following expressions let 𝛚t  

represent a truncated region of those frequencies that contains information pertinent 

to the oscillation of interest. The linear least squares fit for 𝐴 and 𝐵 is then: 

 [
𝐴
𝐵
] = 𝓜(𝛋,𝛚t)

†𝐘(𝛚t) (87) 

The mathematical form of the curve fit is then given by Eq. (88), where the difference 

between 𝐘(𝛚t) and �̃�(𝛚t) is minimized. 

 �̃�(𝛚t) = 𝓜(𝛋,𝛚t) (𝓜(𝛋,𝛚t)
† 𝐘(𝛚t)) (88) 

The gradient in the frequency domain is calculated similarly to the time domain 

derivation above, where the partial derivatives with respect to the optimization 
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variables are first computed with Eq. (76) for 𝛼1, 𝛼2, …  and Eq. (77) for 𝛽1, 𝛽2, … , and 

then simply converted to the frequency domain with the Fourier Transform. 

 
𝓜𝛋(𝛋,𝛚) = ℱ (

𝜕𝐇(𝛋)

𝜕𝛋
) (89) 

This renders the necessary frequency domain gradients as: 

 𝜕�̃�(𝛚t)

𝜕𝛋
= 𝓜𝛋(𝛋,𝛚t) [

𝐴
𝐵
] −𝓜(𝛋,𝛚t) (𝓜(𝛋,𝛚t)

†𝓜𝛋(𝛋,𝛚t) [
𝐴
𝐵
]) (90) 

The procedure described above functionally minimizes the difference between 

a set of Fourier coefficients, which are complex numbers defining the amplitude and 

phase of the associated frequency bin. However, linear and nonlinear least squares 

algorithms may be unable to correctly handle complex values. A practical workaround 

that preserves the information in the original complex vectors is to simply stack their 

real and imaginary components: 

 
ℱ(ω) → [

Re(ℱ(ω))

Im(ℱ(ω))
] (91) 

This process is performed on each of the Fourier Transform results, 𝐘(𝛚t), 𝓜(𝛋,𝛚t), 

and 𝓜𝛋(𝛋,𝛚t), prior to computing �̃�(𝛚t) and the gradient. 

It should be noted that the Fourier Transform above can be interpreted as a 

weighting on the time domain curve fit that simply redistributes the time data to be in 

terms of its frequency content, and hence the accuracy of the algorithm is not affected 

by leakage or other factors arising from the FFT. Specifically, the Fourier Transform 

could be represented as a matrix multiplication by the FFT matrix, 𝐅.  
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 𝐘(𝝎) = ℱ(𝐲) = 𝐅𝐲 (92) 

To select the frequencies of interest, one would pre-multiply by a matrix 𝐄 that is 

populated with zeros except at the frequencies to be retained, so 𝐘(𝝎t) = 𝐄𝐅𝐲 and 

the least squares problem simply becomes: 

 [
𝐴
𝐵
] = (𝐄𝐅𝐇(𝛋))

†
 𝐄𝐅𝐲 (93) 

where the pseudo-inverse in Eq. (87) now involves a weighting matrix 𝐖 = 𝐅T𝐄T 𝐄𝐅. 

3.2.3. Multi-Harmonic Signals 

In practice, it is unlikely that a sampled signal will contain a single pure 

oscillation with negligible noise. Typical physical measurements can contain multiple 

superimposed modal responses, each exhibiting distinct physical characteristics that 

are all simultaneously changing. Other nonlinear effects may also be present, such as 

higher order harmonics of the oscillations and coupling between modes. Extracting 

properties of a single oscillation from this type of complicated response usually entails 

a great deal of pre- and post-processing, like bandpass filtering and data smoothing. 

A benefit of the curve fitting process detailed in the previous sections is that it can 

directly fit the amplitude and phase of each oscillation without the need for filtering or 

other techniques that may negatively impact and corrupt the desired data. 

The most straightforward means of fitting a single oscillation among many is to 

perform the optimization in the frequency domain. Attempting the fit in the time domain 

is only viable if the desired oscillation is significantly larger in amplitude than any other. 

This is due to the objective of the curve fit being to produce the smallest residual, 
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which is achieved by fitting and removing the largest component of the signal. Thus, 

by transferring to the frequency domain and restricting the fit to the Fourier coefficients 

in the vicinity of the oscillation frequency, other oscillations may be avoided. However, 

a potential complication with performing the optimization in the frequency domain is 

leakage in the Fourier coefficients.  

If the measured signal, 𝐲, contains multiple significant oscillations, the 

frequency band of interest may contain enough overlapping leakage to obscure the 

desired oscillation, making it impossible to accurately fit. To suppress the leakage in 

this scenario, a windowing function can be applied to each time domain vector prior 

to computing its Fourier Transform. Such windows artificially force the time signal to 

be periodic by smoothly decreasing its amplitude to zero at the extremities. A side 

effect of this behavior is that it effectively applies a weighting in the shape of the 

window to the least squares fit. As the data near the edges of the time segment is 

now close to zero, the greatest effect in minimizing the residual is accomplished by 

accurately fitting the content in the center of the time segment that was relatively 

unaffected by the window.  

After completing the curve fit to the current oscillation, additional oscillations 

may be extracted from the resultant residual by employing the same procedure of 

windowing and transferring to the frequency domain. This can be performed 

successively until all desired oscillations have been characterized. However, if a 

scenario arises in which two or more oscillations cannot be independently fit, an 

alternative method is to expand the optimization to fit parameters to multiple 
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oscillations simultaneously. Doing so significantly increases the size of the 

optimization problem but allows for the combined effect of the oscillations to be 

considered in minimizing the residual. 

3.2.4. Integration & Differentiation  

From the polynomial representations of amplitude and phase generated in the 

previous sections, the integrals and/or derivatives of the fit oscillation can be 

analytically defined. For example, if the measured oscillation is of acceleration, 

representations of the associated velocity and displacement can be calculated. This 

is derived by first assuming that some function of time, 𝑞(𝑡), can be represented as a 

complex exponential, e𝜃(𝑡), where 𝜃(𝑡) is an arbitrary time dependent complex number 

with finite real and imaginary components.  

 𝑞(𝑡) = e𝜃(𝑡) (94) 

The first derivative of this term with respect to time is simply the original complex 

exponential with a complex coefficient, �̇�(𝑡), that alters its amplitude and phase. 

 �̇�(𝑡) = �̇�(𝑡)e𝜃(𝑡) = �̇�(𝑡)𝑞(𝑡) (95) 

This means that, if �̇�(𝑡) and �̇�(𝑡) are known quantities, calculating the integral of �̇�(𝑡) 

is equivalent to dividing it by �̇�(𝑡), reversing the amplitude scale and phase shift 

applied during the derivative.  

 
𝑞(𝑡) =

�̇�(𝑡)

�̇�(𝑡)
 (96) 

Similarly, the second derivative of 𝑞(𝑡) is the original complex exponential, but now 

with a complex coefficient based on �̇�(𝑡) and �̈�(𝑡).  
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 �̈�(𝑡) = (�̈�(𝑡) + �̇�2(𝑡)) e𝜃(𝑡) = (�̈�(𝑡) + �̇�2(𝑡)) 𝑞(𝑡) (97) 

Through the same process as above, �̈�(𝑡) can be transformed into 𝑞(𝑡) by dividing by 

the �̇�(𝑡) and �̈�(𝑡) terms accrued through the two derivatives.  

 
𝑞(𝑡) =

�̈�(𝑡)

�̈�(𝑡) + �̇�2(𝑡)
 (98) 

Thus, through a combination of the steps above, if both �̇�(𝑡) and �̈�(𝑡) are known, one 

of 𝑞(𝑡), �̇�(𝑡) or �̈�(𝑡) can be used to reconstruct the other two.  

 In terms of applying this to the curve fit result, the oscillation is first represented 

as a complex exponential, 𝑧(𝛋, 𝑡): 

 𝑧(𝛋, 𝑡) = (𝐴 − 𝑖𝐵)e𝛽1𝑡+𝛽2𝑡
2+⋯𝑖(𝛼1𝑡+𝛼2𝑡

2+⋯) (99) 

Note that the real part of 𝑧(𝛋, 𝑡) is equivalent to �̃�(𝑡): 

 Re(𝑧(𝛋, 𝑡)) = �̃�(𝑡) = 𝐡(𝛋, 𝑡) [
𝐴
𝐵
] (100) 

Since 𝛼(𝑡) and 𝛽(𝑡) were taken to be simple polynomials, their derivatives with respect 

to time are: 

 �̇�(𝑡) = 𝛼1 + 2𝛼2𝑡 + ⋯ 

�̈�(𝑡) = 2𝛼2 + 6𝛼3𝑡 +⋯   

�̇�(𝑡) = 𝛽1 + 2𝛽2𝑡 + ⋯ 

�̈�(𝑡) = 2𝛽2 + 6𝛽3𝑡 + ⋯   
(101) 

These terms can then be consolidated into �̇�(𝑡) and �̈�(𝑡): 

 �̇�(𝑡) = �̇�(𝑡) + i�̇�(𝑡) 

�̈�(𝑡) = �̈�(𝑡) + i�̈�(𝑡) 
(102) 

Thus, assuming 𝑞(𝑡) is displacement, �̇�(𝑡) is velocity, and �̈�(𝑡) is acceleration, if the 

oscillation fit by 𝑧(𝛋, 𝑡) was displacement, then: 
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𝑞(𝑡) = 𝑧(𝛋, 𝑡) 

�̇�(𝑡) = �̇�(𝑡)𝑧(𝛋, 𝑡) 

�̈�(𝑡) = (�̈�(𝑡) + �̇�2(𝑡)) 𝑧(𝛋, 𝑡) 

(103) 

Similarly, if 𝑧(𝛋, 𝑡) is velocity:  

 

𝑞(𝑡) =
𝑧(𝛋, 𝑡)

�̇�(𝑡)
 

�̇�(𝑡) = 𝑧(𝛋, 𝑡) 

�̈�(𝑡) =
�̈�(𝑡) + �̇�2(𝑡)

�̇�(𝑡)
𝑧(𝛋, 𝑡) 

(104) 

And finally, if 𝑧(𝛋, 𝑡) is acceleration: 

 

𝑞(𝑡) =
𝑧(𝛋, 𝑡)

�̈�(𝑡) + �̇�2(𝑡)
 

�̇�(𝑡) =
�̇�(𝑡)

�̈�(𝑡) + �̇�2(𝑡)
 𝑧(𝛋, 𝑡) 

�̈�(𝑡) = 𝑧(𝛋, 𝑡) 

(105) 

 

3.2.5. Natural Frequency & Damping Ratio 

While the curve fit provides the amplitude and phase of the oscillation, these 

do not directly characterize any useful aspects of the physical system that generated 

the signal. In structural dynamics, nonlinear systems can typically be identified in 

terms of how the modal natural frequencies and damping ratios shift as a function of 

response amplitude. To calculate these quantities, an implementation of Feldman’s 

FREEVIB [62] and FORCEVIB [63] methods will be utilized. These algorithms are for 
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free and forced response respectively and primarily operate on the derivatives of the 

amplitude and phase of the oscillation. Feldman derived these from the perspective 

that the Hilbert Transform and narrow bandpass filters would be used to estimate the 

amplitude and phase and their derivatives. Since the proposed curve fitting method 

directly produces polynomial representations of the amplitude and phase, their 

respective derivatives are simply calculated as in Eq. (101). This bypasses any 

additional data processing typically required when using the Hilbert Transform, such 

as filtering the signal to be monoharmonic and smoothing noise from the derivatives.  

To derive FREEVIB and FORCEVIB in terms of the optimization results, first 

assume that the nonlinear system can be characterized by the quasi-linear EOM 

model form defined in Eq. (1). Instead of functions of amplitude, for now assume that 

the natural frequency and damping ratio terms are functions of time. 

 �̈�(𝑡) + 2𝜁(𝑡)𝜔𝑛(𝑡)�̇�(𝑡) + 𝜔𝑛
2(𝑡)𝑥(𝑡) = 𝑓(𝑡) (106) 

Assuming the response and forcing terms are known, there is one equation containing 

two unknowns. To formulate expressions for 𝜔𝑛(𝑡) and 𝜁(𝑡), Feldman proposed that 

the EOM be expanded from real space into the complex plane such that two equations 

can be formed from the real and imaginary components. For the acceleration, velocity, 

displacement, and external forcing assume that �̈�(𝑡), �̇�(𝑡), 𝑞(𝑡), and 𝑝(𝑡) represent 

complex quantities where the real part of each is equal to �̈�(𝑡), �̇�(𝑡), 𝑥(𝑡), and 𝑓(𝑡), 

respectively. Substituting these into Eq. (106) results in: 

 �̈�(𝑡) + 2𝜁(𝑡)𝜔𝑛(𝑡)�̇�(𝑡) + 𝜔𝑛
2(𝑡)𝑞(𝑡) = 𝑝(𝑡) (107) 
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While Feldman assumed that the complex representations of the responses 

and force could be estimated with the Hilbert Transform, here instead we will adopt a 

formulation based on the polynomial expressions used in the nonlinear optimization 

process detailed in the previous sections. As 𝑝(𝑡) is also required in a complex form, 

note that an additional optimized curve fit will need to be performed on the sampled 

external forcing when applicable. Using the expressions for �̇�(𝑡) in Eq. (95) and �̈�(𝑡) 

in Eq. (97), Eq. (107) becomes: 

 (�̈�(𝑡) + �̇�2(𝑡)) 𝑞(𝑡) + 2𝜁(𝑡)𝜔𝑛(𝑡)�̇�(𝑡)𝑞(𝑡) + 𝜔𝑛
2(𝑡)𝑞(𝑡) = 𝑝(𝑡) (108) 

After dividing through by 𝑞(𝑡), this is further expanded with the expressions for �̇�(𝑡) 

and �̈�(𝑡) in Eq. (102).  

 (�̈�(𝑡) + 𝑖�̈�(𝑡)) + (�̇�2(𝑡) + 2𝑖�̇�(𝑡)�̇�(𝑡) − �̇�2(𝑡)) + 

2𝜁(𝑡)𝜔𝑛(𝑡) (�̇�(𝑡) + 𝑖�̇�(𝑡)) + 𝜔𝑛
2(𝑡) =

𝑝(𝑡)

𝑞(𝑡)
 

(109) 

Since 𝑝(𝑡) and 𝑞(𝑡) are in a complex form, it is interesting to note that their ratio, 

𝑝(𝑡)/𝑞(𝑡), defines the relative magnitude and phasing between the force and 

displacement, effectively quantifying the energy transfer into the system due to the 

external forcing. Separating the real and imaginary parts produces Eq. (110) and Eq. 

(111), respectively.  

 
�̈�(𝑡) + �̇�2(𝑡) − �̇�2(𝑡) + 2𝜁(𝑡)𝜔𝑛(𝑡)�̇�(𝑡) + 𝜔𝑛

2(𝑡) = Re (
𝑝(𝑡)

𝑞(𝑡)
) (110) 

 
�̈�(𝑡) + 2�̇�(𝑡)�̇�(𝑡) + 2𝜁(𝑡)𝜔𝑛(𝑡)�̇�(𝑡) = Im(

𝑝(𝑡)

𝑞(𝑡)
) (111) 
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Assuming that �̇�(𝑡), �̇�(𝑡), �̈�(𝑡), �̈�(𝑡), and 𝑞(𝑡) are known quantities from the oscillation 

curve fit, and the force 𝑝(𝑡) is also known in a complex form, these two equations can 

be solved for 𝜁(𝑡) and 𝜔𝑛(𝑡): 

 
𝜔𝑛(𝑡) = √�̇�2(𝑡) + �̇�2(𝑡) − �̈�(𝑡) + �̈�(𝑡)

�̇�(𝑡)

�̇�(𝑡)
−
�̇�(𝑡)

�̇�(𝑡)
Im(

𝑝(𝑡)

𝑞(𝑡)
) + Re (

𝑝(𝑡)

𝑞(𝑡)
) (112) 

  
𝜁(𝑡) =

1

2𝜔𝑛(𝑡)
(−2�̇�(𝑡) −

�̈�(𝑡)

�̇�(𝑡)
+

1

�̇�(𝑡)
Im (

𝑝(𝑡)

𝑞(𝑡)
)) (113) 

While these are calculated directly with respect to time, this relation can be exchanged 

for the associated response amplitude returned by the curve fit at each time sample 

to produce the amplitude dependent natural frequency and damping ratio.  

As a final note, it should be acknowledged that these expressions are incredibly 

general, in that, as long as all the required complex response and force information 

can be accurately determined, any free or forced SDOF response can be processed. 

However, most use cases of this type of analysis have been for free decay where it is 

assumed that the nonlinear behavior can be fit in piecewise linear fashion with local 

regression; notable examples being [58], [65]. To apply the proposed curve fitting 

method in these scenarios, the amplitude and phase are assumed to be linear first 

order polynomials, 𝛼(𝑡) = 𝛼0 + 𝛼1𝑡 and 𝛽(𝑡) = 𝛽0 + 𝛽1𝑡, where the first derivatives are 

�̇�(𝑡) = 𝛼1 and �̇�(𝑡) = 𝛽1, and the second derivatives are consequently zero. After 

disregarding the forcing terms, as this is modeling free decay, the above expressions 

for instantaneous natural frequency and damping ratio reduce to the following, where 
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the time dependence has been dropped since the results are constant over the current 

interval.  

 
𝜔𝑛 = √𝛼1

2 + 𝛽1
2 (114) 

  
𝜁 = −

𝛽1
𝜔𝑛

 (115) 

Rearranging Eq. (114) and Eq. (115) to be in terms of 𝛼1 and 𝛽1 yields: 

 𝛼1 = 𝜔𝑛√1 − 𝜁2 = 𝜔𝑑 (116) 

  𝛽1 = −𝜁𝜔𝑛 (117) 

Now in this case, recall that the equation for the optimized curve fit is as given in Eq. 

(118), where 𝐴 and 𝐵 are defined by the initial conditions of the response.  

 �̃�(𝑡) = 𝑒𝛽1𝑡(𝐴 cos(𝛼1𝑡) − 𝐵 sin(𝛼1𝑡)) (118) 

Along with Eq. (116) and Eq. (117), this is then equivalent to the analytical solution for 

the free response of a linear SDOF EOM [103], shown in Eq. (119).  

 
𝑥(𝑡) = 𝑒−𝜁𝜔𝑛𝑡 (𝑥0 cos(𝜔𝑑𝑡) +

�̇�0 + 𝜁𝜔𝑛𝑥0
𝜔𝑑

sin(𝜔𝑑𝑡)) (119) 

This demonstrates that the general expressions in Eq. (112) and Eq. (113) reduce to 

the conventional linear modal parameters after making the requisite assumptions. 
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 Case Studies 

3.3.1. Application to Forced Modal Iwan Model  

 To demonstrate various aspects of the NLSID method described above, this 

section details a numerical case study investigating simulated response from an 

SDOF Modal Iwan Model [122]. The Iwan Model is typically used to model the effects 

of microslip in bolted joints [65] as both exhibit a strong damping nonlinearity and 

moderate shift in natural frequency, making it an ideal benchmark for evaluating the 

proposed NLSID method. It is also noteworthy that the underlying EOM for the Iwan 

Model is hysteretic and not easily modelled by polynomials of displacement and 

velocity, making most other NLSID techniques unsuitable in this scenario. While 

several parametrizations for the Iwan Model have been proposed, implemented here 

is the 4-parameter Iwan Model proposed by Segalman in [25]. A benefit of this 

formulation of the Iwan Model is that, in the microslip regime, Segalman derived 

closed form expressions for the amplitude dependent natural frequency and damping 

ratio which provide truth data to compare the NLSID results to. For this case study, 

the model parameters given in Table 1 were utilized. These values result in a linear 

natural frequency of 1 [Hz] and damping ratio of 1%.  

Table 1: Parameters used in the SDOF Modal Iwan Model Numerical Case Study 

Parameter 𝐹𝑆 𝐾𝑇 𝜒 𝛽 𝐾∞ 

Value 400 [N] 25.27 [N/m] -0.35 [-] 10 [-] 14.21 [N/m] 
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The Iwan Model was excited by a sine beat [123], [124], which is formed by 

applying a windowing function to a stationary sinusoid. By selecting a window that 

suppresses leakage, such as a 4-term Blackman-Harris window [125], this type of 

forcing corresponds to a very concentrated pulse of energy applied to a narrow 

frequency band. The excitation can then be focused onto specific resonances, driving 

them to high response amplitudes and causing a subsequent free decay after the force 

is removed [126].  

 
Figure 32: Top - The applied force, in the form of a sine beat, in the time and frequency domain. 

Bottom - The resultant response of the Iwan model in time and frequency domains. 

  To simulate the response of the Iwan Model to the sine beat excitation, 

the integration process developed by Shetty in [127] was utilized. The simulation 

results are shown in Figure 32, in which the time series of the applied forcing is 

depicted in the top left plot while its corresponding frequency content is in the top right. 
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This sine beat is centered at 0.93 [Hz], has a frequency band width of 0.2 [Hz], and 

ends at 20 [s]. The resultant displacement is given in the bottom plots, with the time 

series exhibiting similar behavior as the force, but with a clear ring down after the 

excitation concludes. However, when comparing the frequency domain 

representations, the response is quite distorted, indicative of the nonlinear aspects of 

the simulated system.  

 
Figure 33: An excerpt from the optimization showing the resultant curve fit to a segment of the 
displacement. The data points utilized in computing the residual are highlighted as black dots. 

To curve fit the simulated displacement with the optimization based NLSID 

method, the amplitude and phase were represented as fifth order polynomials and 

time segments 2 [s] long with 90% overlap were chosen. As the response is primarily 

monoharmonic, the least squares solution was performed directly on the time series. 

The optimized fit to one of the segments of response is displayed in Figure 33. On the 
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left side, the time vectors are shown, with the response as a solid blue line, the fit as 

a dashed orange line, the residual in yellow, and the points used in the optimization 

highlighted as black dots. The accuracy of the curve fit is exemplified prominently in 

the frequency domain plot on the right, where the residual is between four and six 

orders of magnitude less than the response and fit.  

 
Figure 34: Overall fit to the simulated displacement of the Iwan model. The residual under the main 

peak is approximately eight orders of magnitude less than the response. 

After computing the curve fit in each time segment, the overlapping results were 

averaged to produce an overall fit to the entire displacement time series. A comparison 

between the response and the fit is given in Figure 34, where again the response is in 

blue, the fit is orange, and the residual is yellow. The frequency domain residual under 

the main peak of the displacement is approximately six orders of magnitude less than 

the response. The most prominent feature in the residual is a third harmonic of the 
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main response, visible between 2.5 [Hz] and 3 [Hz]. While harmonics such as this are 

common in nonlinear responses, they cannot be modeled with the quasi-linear model 

form and are essentially noise in this case. It is then a beneficial outcome that the 

curve fit has effectively filtered it from the data, characterizing only the nonstationary 

oscillation of the fundamental harmonic. 

As this is a numerical case study with simulated responses, the acceleration, 

velocity, and displacement are all known quantities. To demonstrate that the 

optimization can approximate the derivatives of the displacement, the resultant curve 

fit polynomials were used to form estimates of the velocity and acceleration. These 

are compared to the truth data from the simulation in Figure 35, in which the velocity 

is shown on the left and the acceleration is on the right. While neither are as accurate 

as the fit to the displacement, the residuals near the main peaks are at least three 

orders of magnitude less than the truth data. The error in these estimates is likely 

caused by small discrepancies in the higher order polynomial terms, as these 

comprise the derivatives of the amplitude and phase that are significant in forming the 

representations of velocity and acceleration. 
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Figure 35: Comparison of the velocity and acceleration directly from the integration verses estimated 

from the optimized curve fit to the displacement. 

 Most of the response is in free decay, meaning that the instantaneous natural 

frequency and damping ratio can be determined directly from the curve fit to the 

displacement with FREEVIB. However, during the initial 20 seconds the system is 

actively excited by the applied sine beat. To calculate the instantaneous values in this 

region, the general expression for FORCEVIB is required in which the force must be 

represented as a complex number. As the applied force is defined by a vector of real 

values, the complex form was determined with the optimization curve fitting procedure. 

The same time segment size and polynomial order was used to fit the force and 

displacement. The resultant fit is shown in Figure 36, which displays the same level 

of accuracy as had when fitting the displacement.  
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Figure 36: The resultant fit to the force applied to the Iwan model. This result is required in the 

FORCEVIB method, where the force must be known in a complex form. 

 From the curve fits to the displacement and force, all terms in Eq. (112) and 

Eq. (113) are known such that the natural frequency and damping ratio of the Iwan 

Model can be determined with respect to time and response amplitude. The results 

are shown in Figure 37, in which the left plots are frequency, the right plots are 

damping, the top is verses time, and the bottom is verses velocity amplitude. In each, 

the truth solution from the closed form equations is represented by the blue line, while 

the FREEVIB/ FORCEVIB result from the curve fit is shown as a dashed orange line. 

In the time dependent curves, the natural frequency lowers by approximately 10% as 

the response reaches the peak amplitude during the sine beat. In the subsequent ring 

down, the frequency curve converges back to the low amplitude linear value. The 

damping ratio displays a similar behavior, except increases with amplitude to a value 
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nearly five times larger than the linear values. The amplitude dependence in each is 

more apparent in the lower plots, where both curves trace out consistent backbones 

during the initial ramp up and ensuing ringdown.  

 
Figure 37: Results from optimization based FORCEVIB, compared to the truth solution for the 

simulated Iwan model. The only significant error is an initial end effect. 

The only significant error is an initial end-effect at the very start of the 

simulation. This is due to a combination of representing the amplitude and phase as 

polynomials and the curve fit being computed in terms of a least squares solution. To 

produce the smallest residual, the optimization is naturally biased toward accurately 

fitting regions of the data with the largest amplitude as these have the most significant 

impact on the resultant error. Consequently, if the oscillation in the current time 

segment exhibits a rapid change in amplitude, the best-fit polynomials will be biased 

toward the data with the larger values. At the very start of the simulation, the ramping 
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force causes the response to quickly increase from zero, leading to the polynomial fits 

being more accurate toward the data later in the segment. In the context of the curve 

fit, this is the correct result as the residual is then equally small throughout the 

segment. However, since the natural frequency and damping ratio are based mainly 

on the derivatives of the polynomials, their error is prominent and amplified, leading 

to the significant end-effects visible in Figure 37.  

This numerical case study demonstrated many key aspects of the proposed 

NLSID method. As the response was from a simulated 4-parameter Iwan Model, the 

nonlinear behavior has known truth data to compare the identified model to. First, the 

curve fit to the amplitude and phase of the displacement yielded errors six orders of 

magnitude less than the response. From that result, representations of the velocity 

and acceleration were shown to be reasonably accurate. Then, from curve fits to the 

displacement and force, the instantaneous natural frequency and damping ratio were 

calculated with FORCEVIB while the force was active and FREEVIB during the 

subsequent free decay. When compared to the known truth data, the estimated curves 

are very accurate apart from an initial end-effect. While this is an idealized case with 

perfectly clean data, the favorable comparisons to the known nonlinear behavior of 

the Iwan Model point to this NLSID approach potentially being very effective for 

identifying a quasi-linear representation of a nonlinear system with bolted joints. This 

is evaluated in the next section, where the NLSID method is used to characterize the 

nonlinear response of a jointed experimental benchmark structure.  
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3.3.2. Application to Experimental Impact Response  

In structural dynamics, a common testing technique is to excite a structure with 

a modal hammer and analyze the resulting transient free decay. Impact testing is 

incredibly simple to set up and perform and the subsequent data analysis can be 

completed with many straightforward and well-established procedures. A typical 

method for determining amplitude dependent natural frequency and damping ratio 

from an impulse response is with the Hilbert Transform and FREEVIB [60], [62]. 

However, in implementing this approach, the user must grapple with the limitations of 

the Hilbert Transform in that the signal must be monoharmonic and errors will occur 

near sudden changes in the oscillation. These complications are significant here 

because the hammer impact will likely excite multiple modal responses that will 

unavoidably begin abruptly. A standard means of mitigating these difficulties is though 

modal and/or bandpass filtering the signal down to individual oscillations and 

discarding regions of the data corrupted by end-effects. While these are functional 

solutions, they reduce the amount of usable information that can be gleaned from the 

measured responses. Alternatively, the optimization based NLSID technique detailed 

in the previous section could be used to directly extract and characterize the various 

modal responses from the free decay, avoiding the detrimental effects of filters and 

the Hilbert Transform. In this section, measured nonlinear response from an 

experimental system is analyzed, demonstrating how the proposed NLSID technique 

can be utilized to produce improved results for a real jointed structure over a more 

conventional approach involving the Hilbert Transform. 
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This case study considers the nonlinear benchmark structure known as the S4 

Beam that was explored previously in section 2.5. The structure and test setup as 

portrayed in [19] was shown in Figure 26. The measured acceleration response due 

to the modal hammer impact is shown in Figure 38, in which six significant modal 

response peaks are visible in the frequency domain. The zoomed in plots of the time 

series show that the early transient is dominated by the pair of modes near 1300 [Hz] 

and 1500 [Hz], while the later portion of the ringdown is primarily the first elastic mode 

near 280 [Hz].  

 
Figure 38: The recorded acceleration of the S4 beam near the drive point. The accelerometer is 

located on the opposite side of where the hit was applied to the beam. 
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To characterize the response of the first mode during the ringdown, the 

measured signal was divided into segments 0.25 [s] long with 95% overlap. In each, 

third order polynomials for the amplitude and phase were curve fit to the data in the 

frequency domain. As there are several prominent oscillations, a 4-term Blackman-

Harris window [125] was applied to the segments before computing the Fourier 

Transform. This limits the amount of leakage from other oscillations in the frequency 

bins about the signal of interest. 

 
Figure 39: The optimized curve fit to the oscillation of mode 1 in the first time segment. The top 

shows the time vectors while the bottom shows the frequency domain fit. The black dots mark which 
Fourier coefficients were used to perform the curve fit. In this instance, a Blackman-Harris Window 

was applied to the time vector before computing the Fourier coefficients. 

The result of the optimization in the first time segment is shown above in Figure 39. 

The lower plot displays the windowed frequency domain information, where the data 

points used in minimizing the residual are marked by black dots that encompass the 
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first resonance. In the upper plot, the resulting oscillation from the best-fit amplitude 

and phase polynomials is overlaid on the original signal, along with the residual 

between them. It is clear from this representation that the response of the first mode 

is much lower amplitude than the rest of the data in this segment, which is primarily 

dominated by the modes near 1300 [Hz] and 1500 [Hz] noted earlier. While the curve 

fit was performed easily in the frequency domain, achieving the same fit in the time 

domain would be quite difficult as there the minimum residual would be found by fitting 

those higher amplitude responses. The only caveat to using the windowed Fourier 

coefficients in the optimization is that it is then effectively a weighted least squares fit. 

Since the window artificially suppressed the signal near the segment edges, the fit is 

less accurate there and more accurate in the center. 

 
Figure 40: Resultant fit to mode 1 after performing the individual fits in each segment and averaging 

the portions that overlap. 
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 After performing the optimization in each time segment and averaging results 

in overlapping sections, the overall fit to the free decay of the first mode is found as 

shown in Figure 40. It can be seen in the frequency domain representation in the lower 

plot that the first mode has been cleanly extracted from the signal, as there is 

essentially no indication of it left in the residual.  

A similar process was implemented to characterize the remaining modal 

responses. After completing an optimized fit to the current oscillation throughout the 

time series, the residual was taken to be the data from which the next curve fit would 

be performed. Thus, best-fit estimates of each oscillation were consecutively 

computed and subtracted from the original measured response until all significant 

frequency peaks were removed, leaving only noise and resonances that were too 

weakly excited to merit characterization.  

The final result of this procedure is shown below in Figure 41. In the top plot, 

the separate curve fits to each resonance peak are overlaid on the measured 

response, showing the variety of signals present in the data that can be individually 

extracted. The bottom plot compares the original recorded signal shown in Figure 38 

to the summation of all curve fits and gives the subsequent residual. This 

demonstrates the accuracy achieved by the optimized curve fits, as the residual is 

simply the noise floor of the measurement intermixed with a multitude of very low 

amplitude response peaks. 
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Figure 41: Top - Overlay of all curve fit oscillations. Bottom - Composite of all fits vs the recorded 

data shown previously in Figure 38. 

The apparent accuracy of the curve fits to the measured response lends 

confidence in the associated quality of the identified quasi-linear modal parameters 

for each resonance. The amplitude dependent natural frequency and damping ratio 

for the first and second elastic modes of the S4 Beam are shown in Figure 42 with the 

frequency on the left and the damping on the right. Additionally, an image of the 

deflection shape of each mode from a finite element model of the structure is shown 
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over the left side. In each plot, the results from the optimized curve fits are given by 

an orange line. These are overlaid on a set of blue points that represent values 

determined by Wall in [19], using an algorithm akin to Feldman’s FREEVIB detailed in 

[128]. In that process, the response measurements are modal and bandpass filtered 

down to a single nonstationary oscillation, with the Hilbert Transform then used to 

estimate the amplitude and phase. To avoid the accompanying end effects, the 

beginning and end of the signal are simply discarded. As the natural frequency and 

damping ratio are dependent on the derivatives of the amplitude and phase, any noise 

present in the signal can significantly corrupt the results. To prevent this, a technique 

proposed in [104] is employed in which smoothed derivatives are estimated from the 

slope of piecewise linear curves fit to the amplitude and phase with local regression. 

This approach is somewhat similar to the optimization method proposed here but is 

limited to forming piecewise linear models of the nonlinear signal, producing a single 

data point in each segment as opposed to the solution at every time sample provided 

by the optimization. Nonetheless, Hilbert Transform methods such as what was used 

by Wall in [19] are popular due to the simplicity and computational efficiency of the 

underlying algorithm. This typically comes at the cost of a great deal of user interaction 

to tune the aspects of the solution process to ensure the results are acceptably smooth 

and accurate. In its current form, the optimization process suffers from similar 

drawbacks, in that trial and error is used to select an optimal constant size for the time 

segments. However, the benefit here is improved accuracy in the fits, avoidance of 

Hilbert Transform errors, and solutions at every time sample.  
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Figure 42: Amplitude dependent natural frequency (Left) and damping ratio (Right) for elastic mode 
1 (Top) & mode 2 (Bottom) of the S4 Beam. In each, the orange curve represents the optimized curve 

fit results, while the blue dots are from a Hilbert Transform algorithm used by Wall in [19]. To 
demonstrate the deflection shape of the resonances, an image of each mode shape from a finite 

element model is shown superimposed over the left plots. 
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The data plotted in Figure 42 exemplify the benefits of the optimization over the 

Hilbert Transform. While both solution methods are in good agreement as to the 

natural frequency and damping ratio at specific amplitude levels, the optimization 

provides a dense set of data points with much finer amplitude resolution. An 

interpolation scheme could be used to fill in the gaps between the Hilbert results, but 

this would generate points that are not directly based on the response data like the 

optimization and could produce inaccurate and spurious results. Additionally, more of 

the initial high amplitude information is captured by the nonlinear curve fit, given by 

the orange lines extending further to the right than the blue dots in each plot, especially 

those for the second mode in Figure 42. It is also noteworthy that at lower amplitudes 

the optimization results appear quite noisy, with significant variance about the Hilbert 

points. This is due to the nonlinear curve fit operating on time segments with a 

constant size that was chosen to produce the smallest overall residual. Thus, the 

segment size is biased toward accurately capturing the high amplitude, initial portion 

of the response that is rapidly varying and necessitates relatively short segments. As 

the signal decays to lower amplitudes with characteristics that vary more slowly, larger 

time segments would be well suited to producing smooth results while the response 

approaches the noise floor of the measurement. Addressing this issue of constant 

segment size is a topic for future work. 

This case study explored characterizing the nonlinear behavior of a bolted-joint 

benchmark structure in terms of quasi-linear natural frequencies and damping ratios 

from free response measured after an impact excitation. The FREEVIB method 
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provides a well-established process for extracting these quasi-linear modal properties 

based on the derivatives of the amplitude and phase of the nonstationary oscillation 

representing the structural response. A typical approach for determining the required 

derivatives utilizes the Hilbert Transform to first estimate the amplitude and phase. 

While simple and efficient, this technique usually requires significant pre- and post-

processing and user interaction in the form of filtering and smoothing operations to 

ensure the derivatives are not corrupted by noise and will produce accurate natural 

frequency and damping ratio estimates. However, these difficulties can be avoided by 

utilizing the optimization-based NLSID technique proposed in this work to form best-

fit polynomial representations of the amplitude and phase of each modal response. 

This approach directly produces smoothed results at every time point in the fit and can 

properly handle sections of the response that would typically be corrupted and 

discarded in Hilbert Transform methods. The results presented by the proposed 

NLSID technique represent a notable improvement over those from a comparable 

Hilbert Transform based approach.  

 

3.3.3. Application to Experimental Forced Response 

Generating high amplitude structural response that significantly activates 

nonlinearity in bolted joints typically requires the use of forced excitation from an 

electrodynamic shaker. These shakers are constructed similarly to a loudspeaker, in 

which a coil of wire is positioned around a central permanent magnet. Passing an 

amplified voltage signal through the wire generates an electromagnetic field that 
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interacts with the magnet to produce axial motion. In a speaker, this is used to create 

soundwaves by driving a lightweight cone that is attached to the magnet. Shakers 

instead feature a stiff armature with a connection point through which axial force from 

the electromagnetic interactions can be transmitted to an external structure.  

By altering the supplied voltage signal, the shaker output can be tailored to 

many different experimental scenarios such as random noise excitation for linear tests 

and harmonic forcing for nonlinear data. Impact hammer testing does not offer the 

same level of adaptability, as the main variable there is the bandwidth, or how high in 

frequency the impulse excites. This is dictated by the hammer tip, with stiffer materials 

reaching higher frequencies. Consequently, hammer testing will always be 

functionally limited to providing broadband excitation. While this has the potential to 

excite many resonances and provide free decay measurements that are relatively 

simple to analyze, the energy from the impulse is distributed over a wide frequency 

band, such that each modal response is only excited to a relatively low amplitude. This 

can be problematic for characterizing nonlinear structural behavior as it will be weakly 

excited. Conversely, in shaker testing a harmonic voltage signal can be used to focus 

the excitation into a narrow frequency band. By appropriately defining the frequency 

of the forcing, the energy supplied by the shaker can be concentrated into individual 

resonances, driving them to the high response amplitudes required to significantly 

activate the nonlinearity in the structure. However, a common difficulty with this form 

of nonlinear testing is that the shaker connection introduces a potentially significant 

boundary condition into the dynamic response of the structure. Properly accounting 
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for this and correcting the effect it has on the identified nonlinear parameters is not 

always simple or straightforward.  

This section presents a case study demonstrating how the proposed curve 

fitting procedure can be used to identify nonlinear characteristics of an experimental 

system subjected to forced excitation. The specific structure explored here, known as 

the Cylinder-Plate-Beam (CPB), is a bolted joint testbed that has been used 

extensively in nonlinear dynamics research at Sandia National Laboratories. Several 

studies involving the CPB are detailed in [9], [37], [38], [126]. The CPB, shown in 

Figure 43, is an assembly of three aluminum components. As per the name, these 

include a hollow cylinder, a circular plate, and a rectangular beam. The plate is 

attached to an open end of the cylinder via eight steel bolts, forming a large continuous 

jointed interface. Extending from the center of the plate, the beam is connected via 

two bolts and an epoxy resin. The predominant source of nonlinearity in the dynamic 

response of the structure is assumed to arise from the distributed interface between 

the cylinder and plate. The primary means of exciting this area is through the cantilever 

modes of the beam, which cause the plate to flex and slip against the cylinder face.  

The data analyzed in this section was collected from the experimental setup 

depicted in Figure 43. The CPB is suspended from bungees and paracord to 

approximate free boundary conditions. An array of 26 triaxial accelerometers are 

positioned across the surface of the structure to measure the dynamic response. The 

precise location of each was selected using finite element model mode shapes to 

ensure each resonance under 1600 [Hz] can be independently observed. Excitation 
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is provided by an electrodynamic shaker connected to the side of the cylinder opposite 

the plate and the beam, as highlighted by the red circle in Figure 43. Physically linking 

the shaker armature to the cylinder is a stinger, which is a length of 1/8” diameter 

cylindrical steel wire. The axial force transmitted between the shaker and CPB through 

the stinger is measured by a force transducer mounted to the side of the cylinder.  

 
Figure 43: The Cylinder-Plate-Beam structure and the experimental setup for applying excitation and 

recording the response. The connection between the shaker and CPB is circled in red.  

As a precursor to the nonlinear experiments, low level burst random tests were 

done to determine the linear modal parameters of the CPB. These use a voltage signal 

composed of short pulses of very low amplitude broadband noise. Averaging many 

instances of the ensuing response produces clean, linear data that can be processed 

with linear modal analysis techniques [1]. The specific algorithm used here was SMAC 

[129]–[131], developed by Mayes at Sandia National Labs. The primary purpose of 
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these tests was to determine the linear mode shapes of the structure for use in modal 

filtering the nonlinear test data. Assuming the mode shapes are constant, the process 

of modal filtering condenses the measured physical signals into a set of approximately 

uncoupled SDOF modal responses and forces [132], [133]. Additionally, the linear 

natural frequency and damping ratio identified from these low-level tests establish a 

baseline point of comparison for the quasi-linear modal parameters determined from 

the high-level nonlinear response data. This case study investigates the first elastic 

mode of the CPB, which is essentially a first order cantilever mode of the beam. From 

the linear test data, this mode was found to have a natural frequency of 128.4 [Hz] 

and damping ratio of 0.43 [%].  

Nonlinear experimental measurements were collected by exciting the CPB with 

harmonic forcing from the shaker in the form of sine beats. As detailed previously in 

the numerical case study, sine beats excite a narrow frequency band, allowing for the 

energy supplied by the shaker to be focused into individual resonances, driving them 

to high response amplitudes. In that idealized numerical scenario, the nonlinear 

system exhibits pure free decay once the sine beat force goes to zero. This can only 

be approximately emulated in the experimental setup used here as the stinger 

connects the CPB and shaker throughout the excitation and subsequent response. To 

account for the effects of this boundary condition on the free response of the CPB, the 

force transmitted through the stinger during the ringdown must be recorded such that 

FORCEVIB can be used for the entire duration of the measurement. 



134 

 

 

 

Through trial and error, it was determined that the largest modal response was 

generated by defining a sine beat centered at 118 [Hz] with a bandwidth of 8 [Hz]. 

After modal filtering the measured response and force, the amplitude and phase of 

both were determined via the nonlinear optimization process detailed in Section 3.2. 

For the force, cubic polynomials were fit to the amplitude and phase in time segments 

0.05 [s] long with 90% overlap. The same parameters were used to fit the response, 

except for slightly larger segments of 0.075 [s]. As the response and force are primarily 

composed of a single dominant oscillation, the nonlinear least squares operations 

could be performed in the time domain, minimizing the residual directly between the 

time vectors in each segment. The modal force and the resultant curve fit are shown 

below in Figure 44, while the modal acceleration and curve fit result are in Figure 45. 

For this measurement, the shaker sine beat w.as actively exciting the CPB structure 

from 0.1 to 0.5 seconds. After 0.5 [s], the response continues to smoothly decay while 

the force exhibits a low amplitude oscillation due to the CPB motion transferring 

energy through the stinger back to the shaker. The accuracy of the curve fits to the 

force and response are most evident in the frequency domain plots. In each, the fit 

has cleanly extracted the fundamental harmonic of the signal, effectively filtering out 

the higher order components. While the higher harmonics are part of the nonlinear 

dynamics of the excited system, they cannot be modeled by the averaged quasi-linear 

modal parameters used here. Consequently, in terms of the FORCEVIB identification 

method, the harmonics are essentially noise that will only corrupt the results and 

should be removed from the signal. 
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Figure 44: The recorded modal force applied to the CPB and the result of curve fitting the amplitude 

and phase of the fundamental harmonic.  

 
Figure 45: The measured modal acceleration of the first CPB mode and the result of curve fitting the 

amplitude and phase of the fundamental harmonic.  
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 From the optimized curve fits to the modal force and response, the quasi-linear 

natural frequency and damping ratio can be determined with Eq. (112) and Eq. (113), 

respectively. These results are given in Figure 46, in which the natural frequency is 

on the left, the damping ratio on the right, and verses time on the top, and verses 

modal velocity amplitude on the bottom. In each plot, the linear value from the low 

level burst random test is given by a horizontal black line, the result from FREEVIB is 

in blue, and the curve from FORCEVIB is in orange. The result from FREEVIB has 

been included for comparison because the original intent with this experimental data 

was to simply assume that the response could be approximated as free decay once 

the sine beat ends and the shaker no longer actively excites the CPB. This approach 

involves simpler data analysis since only the response is considered, but that is at the 

cost of essentially ignoring the boundary condition imposed by the stinger and shaker. 

As FORCEVIB incorporates the measured force transference into the quasi-linear 

model, the boundary condition can be appropriately accounted for.  
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Figure 46: Quasi-linear Natural Frequency and Damping Ratio of mode 1 of the CPB as functions of 

time and modal velocity amplitude. 

For the natural frequency in the left plots, the result from FORCEVIB converges 

toward the linear value during both the initial ramp up and subsequent ringdown and 

traces out a consistent amplitude dependent backbone curve. While the result from 

FREEVIB closely agrees with FORCEVIB after the sine beat ends at 0.5 [s], it 

significantly diverges from it prior to that point highlighting the effect the active forcing 

has on the identified parameter. In the damping verses time plot, before 0.5 [s] 

FREEVIB gives a nonphysical negative damping ratio due to the increasing response 

amplitude. After 0.5 [s] FORCEVIB and FREEVIB exhibit similar curves, with 

FORCEVIB giving a lower estimate that seems to converge closer to the linear value. 

This is due to FORCEVIB accounting for the energy transferred back into the shaker 

during the ringdown, whereas FREEVIB attributes that energy loss to additional 
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dissipation in the structure, and consequently overestimates the damping ratio. The 

damping is more affected by the boundary condition than the natural frequency 

because the stinger negligibly effects the stiffness of the CPB, while the shaker acts 

as a significant source of energy dissipation compared to the viscous and friction loses 

in the CPB structure. Lastly, in the lower right plot, the FORCEVIB damping ratio curve 

exhibits a similar trend during both the excitation and decay, except for an initial end 

effect. As observed previously in the numerical case study, this error is due to the 

polynomial fit performing poorly on the low amplitude data at the start of the 

measurement, where both the force and response are rapidly increasing, and the least 

squares fit is naturally biased toward accurately fitting the higher amplitude data.  

In this case study, quasi-linear modal parameters were determined by curve 

fitting the amplitude and phase of forced response from an experimental structure 

subjected to sine beat excitation. It was shown that if the boundary conditions due to 

the shaker connection are neglected during the ringdown, FREEVIB yields acceptable 

natural frequency results but overestimates the damping ratio. Correctly accounting 

for the effects of the shaker requires the use of FORCEVIB. While this process is 

slightly more complicated, as the force must be accurately measured and curve fit, it 

can provide good results throughout the experiment, during both the active forcing 

and the subsequent ringdown. 
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 Conclusion 

This chapter detailed a new NLSID technique that utilizes nonlinear 

optimization to determine the amplitude and phase of a nonstationary oscillation. 

Using local regression, low order polynomial representations of the amplitude and 

phase are formed in short segments of the overall signal. While minimizing the 

residual between the optimized oscillation and the original data can be completed 

directly in the time domain, equivalent calculations may be performed in the frequency 

domain with Fourier coefficients. This approach can be leveraged to limit the curve fit 

to only considering information that is relevant to the current oscillation of interest. 

Additionally, by windowing the time data to suppress leakage in the Fourier 

coefficients, individual signals can be extracted from data containing many 

superimposed oscillations, regardless of their respective amplitudes and without the 

use of filters or other techniques for decomposing the data. From the optimized 

polynomials, analytical expressions can be used to form the integrals and derivatives 

of the fit oscillation and produce the quasi-linear natural frequency and damping ratio 

via a formulation of FREEVIB/ FORCEVIB. Three case studies were then presented, 

demonstrating how this NLSID method can be applied to various scenarios and the 

accuracy of the results in each.  

The first explored a numerical study of a modal Iwan model excited by a sine 

beat, such that it exhibits sections of both forced and free response. After curve fitting 

the applied force and the ensuing response, the resultant quasi-linear natural 

frequency and damping ratio curves agreed extremely well with the truth data for the 
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Iwan model, except for an initial end effect. This error is due to the least squares 

process more heavily weighting data that is higher in amplitude. Since the force and 

response start from zero and rapidly increase, the earliest section of each will be the 

least accurately represented by the best-fit polynomials.  

In the second case study, measured experimental response from an impact 

test of the S4 Beam structure was analyzed. While this data contains many 

superimposed oscillations, it was demonstrated that individual modal responses can 

be accurately extracted and characterized with the curve fitting procedure. The 

resultant frequency and damping curves were compared to results from an algorithm 

based on the Hilbert Transform, showing how the optimized values provide more 

information and avoid the problematic end effects that arise during the computation of 

the Hilbert Transform.  

The final case examined experimental forced response in the form of exciting 

the CPB structure via sine beats from an electrodynamic shaker. It was demonstrated 

that, by curve fitting both the measured modal force and response, the FORCEVIB 

method can be used to correctly account for the boundary condition imposed by the 

connection with the shaker. The optimization results traced out consistent frequency 

and damping backbone curves during both the ramp up and ringdown, except for an 

initial end effect, similar to what was observed in the numerical Iwan case.  

The proposed NLSID method exhibits several notable improvements over 

comparable approaches. The Hilbert Transform is limited to accurately handling only 

monoharmonic signals that are periodic and smooth, such that significant noise and 
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end effects arise if these conditions are not met. Meanwhile, by determining the 

amplitude and phase via optimized polynomial expressions, the results are 

guaranteed to be smooth. This also functionally limits the curve fit results to what can 

be modeled by relatively low order polynomials, which can be problematic when the 

actual properties of the oscillation of interest vary more rapidly than can be emulated 

by the defined polynomials. However, this is likely a fringe case in structural dynamics 

NLSID since most testing methods that produce harmonic response, either free from 

impacts or forced from sine beats, sweeps, or dwells, do not also cause abrupt or 

rapid changes during the response. Thus, this proposed NLSID technique should be 

a useful addition to the toolbox of existing methods, presenting an accurate alternative 

for use in a wide variety of nonlinear response scenarios. An avenue for future work 

is to adapt the solution process to directly optimizing the amplitude and phase in terms 

of spline curves. This framework would automatically generate a cohesive, global 

result from the local regression fits, instead of the approach detailed here of 

individually computing a polynomial for each segment and averaging the overlapping 

results. 
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 Quasi-Linear Parameters from Least Squares Regression 

 Introduction 

The ability to leverage nonlinear behavior is becoming ever more necessary as 

modern structures face increasingly demanding design requirements and challenging 

environments. However, to take advantage of nonlinearity, it must first be 

experimentally characterized and modelled. This is accomplished through nonlinear 

system identification (NLSID) techniques, which process measured data and fit it to 

some prescribed model form. In structural dynamics, a common approach is to 

represent observed nonlinear behavior in terms of quasi-linear modal parameters. 

These quantities characterize variations in the stiffness and energy dissipation of the 

structural resonances as amplitude dependent extensions of the standard linear 

natural frequency and damping ratio.  

Many NLSID techniques for determining these quasi-linear parameters are 

based on Feldman’s FREEVIB [62] and FORCEVIB [63] methods. These approaches 

are derived from the single-degree-of-freedom (SDOF) quasi-linear modal equation of 

motion (EOM) shown in Eq. (1), where �̈�(𝑡), �̇�(𝑡), 𝑥(𝑡) & 𝑓(𝑡) are the acceleration, 

velocity, displacement, and external force, respectively. The quasi-linear natural 

frequency, 𝜔n(𝐴), and damping ratio, 𝜁(𝐴), are functions of the amplitude of the 

response, 𝐴(𝑡). 

 �̈�(𝑡) + 2𝜁(𝐴)𝜔n(𝐴)�̇�(𝑡) + 𝜔n
2(𝐴)𝑥(𝑡) = 𝑓(𝑡) (120) 
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In Feldman’s derivations, the quasi-linear natural frequency and damping ratio are 

determined by assuming that the response and force are represented in a complex 

exponential form in terms of a time varying amplitude and phase. This means that the 

EOM in Eq. (1) can be split into real and imaginary components that can be rearranged 

to yield expressions for 𝜁(𝐴) and 𝜔n(𝐴), where FREEVIB and FORCEVIB are versions 

of the equations for free and forced response, respectively.  

The primary difficulty in applying these methods is that the equations for 𝜁(𝐴) 

and 𝜔n(𝐴) depend on the derivatives of the amplitude and phase of the response. In 

addition to complicating the theoretical presentation of the method, an inherent issue 

with this process is that amplitude and phase are not intrinsic, unique properties of a 

real signal. As there are an infinite number of amplitudes and phases that can be 

combined to yield a specific real component, estimating them from a real signal will 

always carry some degree of uncertainty and difficulty. This is highlighted with regard 

to the Hilbert Transform, which is very commonly used to estimate amplitude and 

phase, in that the results can be significantly corrupted by noise if the signal is not 

monoharmonic, smoothly varying, and periodic [60]. Thus, this process typically also 

requires the use of filtering and smoothing methods to produce comprehensible 

results that are physically meaningful [104], [128]. Some approaches attempt to avoid 

these issues by foregoing the Hilbert Transform, such as the Peak Finding and Fitting 

(PFF) algorithm [56]. In this method, the change in the location and height of 

successive oscillation peaks in a free decay signal are used as discrete, local 
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estimates of the amplitude and phase derivatives. A process shown in [57] is similar, 

but estimates the phase derivative based on time between zero-crossings. 

This work details a new NLSID method that functionally fills the same role as 

FREEVIB and FORCEVIB but operates directly on the measured response and force 

signals instead of estimated amplitude and phase values. When utilizing the quasi-

linear EOM as the model form in a NLSID method, the identification process is a matter 

of determining two unknowns, the natural frequency and damping ratio, from the single 

equation, the EOM. While Feldman did this by assuming a complex form to get a 

second equation, the alternative explored here directly determines the two unknowns 

from the single equation via linear least squares regression, entirely bypassing the 

need to estimate the amplitude and phase. In this new approach, denoted as Quasi-

Linear - Least SQuares (QL-LSQ), the quasi-linear stiffness and damping coefficients 

on the velocity and displacement are modelled as B-spline curves that are 

simultaneously fit with least squares to the nonlinear restoring force, which is the 

difference between the force and the acceleration. The B-spline framework is 

incredibly adaptable. An extension highlighted here is penalized B-splines, which 

improve the noise resilience of the curve by adding a roughness penalty to the spline. 

Additionally, the B-spline basis can be defined in terms of the amplitude of the 

response, such that the amplitude dependence of the quasi-linear parameters can be 

directly determined from the data.  

This NLSID process bears a strong resemblance to that of the Restoring Force 

Surface (RFS) method [28], in that linear least squares regression is used to fit a 
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model to the nonlinear restoring force of the system. However, the model form 

assumed in each method is drastically different. In RFS, a model is typically composed 

of nonlinear polynomials of the displacement and velocity which are assumed to be 

representative of the nonlinearity present in the system. Meanwhile, QL-LSQ expands 

the coefficients of the displacement and velocity into spline curves that characterize 

the nonlinear behavior exhibited by the restoring force in terms of effective quasi-linear 

stiffness and damping values. There are other methods that have been proposed for 

determining quasi-linear modal parameters that are also alternatives to FREEVIB and 

FORCEVIB. A related approach from Sapsis et al. [134] determines effective stiffness 

and damping values based on an estimate of the energy in a system during unforced 

response. However, their approach is dependent of forming amplitude envelopes and 

their derivatives, making it susceptible to some of the same difficulties as FREEVIB. 

Forced response is a very active area of experimental nonlinear structural dynamics. 

A prominent method is phase resonance testing, in which control modules are used 

to tune an applied harmonic excitation such that it tracks the nonlinear behavior of 

individual resonances and drives them to high response levels. While the quasi-linear 

natural frequency is directly the excitation frequency, several different methods for 

determining the quasi-linear damping ratio have been proposed. One is the Extended 

Periodic Motion Concept from Krack [135] in which the damping is inferred from a ratio 

of the applied force to the resultant velocity in a steady state response. This method 

was investigated experimentally in [136], demonstrated on system undergoing base 

excitation in [137], and explored with regard to different control methods in [138]. A 
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second method is an extension of the Single Nonlinear Resonant Mode formula by 

Kwarta in [139] in which the quasi-linear natural frequency and damping ratio are 

determined based on an iterative relation between the amplitude of the response, the 

forcing frequency, and the relative phase difference of the force and response at 

steady state.  

 The remainder of this chapter is structured as follows. The following section, 

4.2, establishes the theoretical basis for the QL-LSQ method. As splines are a key 

component of the process, the first portion provides a background on the formulation 

of penalized B-splines and details how these are used for curve fitting. This is followed 

by the main development of this chapter, in which the B-spline framework is utilized 

for determining quasi-linear modal parameters directly from the applied force and 

measured response of a nonlinear system. After defining the components of QL-LSQ, 

it is demonstrated in 4.3 by revisiting the test cases that were explored in the previous 

chapters. This includes the numerical case study of the Iwan Model excited by a sine 

beat, the impact response of the S4 beam, and the forced response of the CPB. In 

each of these cases, the quasi-linear parameters produced by QL-LSQ are compared 

to those computed by existing methods that utilize implementations of FREEVIB and 

FORCEVIB. Section 4.4 details an extension of the CPB test case in which QL-LSQ 

is used to illustrate the effects of modal coupling between the excited resonances. 

Finally, some conclusions as to the efficacy of using QL-LSQ for characterizing 

nonlinear structural behavior are given. 
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 Theoretical Derivation of QL-LSQ 

4.2.1. Penalized B-splines 

 A spline is a piecewise polynomial representation of a function. Splines are 

particularly useful for constructing curves that are complicated on a global scale but 

can be accurately represented by relatively low order polynomials at a local level. An 

efficient framework for constructing splines is through the use of B-splines, or basis 

splines, in which the complete curve is formed from a set of basis functions. A general 

process for generating the basis functions is known as De Boor’s algorithm [140]. The 

intricacies of the algorithm are beyond the scope of this work as it is already widely 

implemented in many programming packages, such as the spcol function in the 

MATLAB Curve Fitting Toolbox. To briefly touch of the parameters of the algorithm, 

the position and shape of the basis functions is dictated by a sequence of locations 

called knots and the desired polynomial order of the spline. Each basis function is 

itself a simple spline curve that spans as many knots as the order of the spline with 

piecewise polynomials of degree one less than the spline order. To form the spline 

curve, the individual basis functions are scaled by as associated coefficient called a 

control point and then summed. In this process, the basis functions are blending 

functions that determine how the spline curve transitions between the control point 

values. This is shown in Eq. (121), where 𝛍[𝑚] is the assembled spline curve, 𝛼𝑛 are 

the control points, and 𝐛𝑛[𝑚] are the accompanying basis functions. The number of 

sample points in the generated spline curve is 𝑀 with indices 𝑚 = 1:𝑀, and in the 

summation, there are 𝑁 B-spline bases with indices  𝑛 = 1:𝑁. 
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𝛍[𝑚] =∑ 𝛼𝑛𝐛𝑛[𝑚]

𝑵

𝒏=𝟏
 (121) 

A convenient alternative representation of the assembled spline is in the matrix 

formulation given in Eq. (122), in which the basis functions are the columns of the 

matrix 𝐁 and the control points are collected into the vector 𝛂. The dimensions of 𝐁 

are [𝑀 × 𝑁], and 𝛂 are [𝑁 × 1]. 

 

𝛍[𝑚] = 𝐁𝛂 = [

𝑏1[1] 𝑏2[1] ⋯ 𝑏𝑁[1]

𝑏1[2] 𝑏2[2] ⋯ 𝑏𝑁[2]
⋮ ⋮ ⋱ ⋮

𝑏1[𝑀] 𝑏2[𝑀] ⋯ 𝑏𝑁[𝑀]

] [

𝛼1
𝛼2
⋮
𝛼𝑁

] (122) 

The components of the B-spline formulation are demonstrated in Figure 47, 

which shows a 4th order spline on a uniform distribution of 16 knots. These parameters 

produce a matrix 𝐁 containing 12 basis functions which are given as the multicolored, 

bell-shaped curves that each span four knots and are composed of third-degree 

polynomial pieces. The control points in 𝛂 are shown as the like-colored dots directly 

above the peak of the associated basis function. In this example all of the control 

points have the default value of 1, such that the summation of the basis functions 

produces the trivial spline curve represented by the black dash-dot line. Constructing 

more complex curves is done by simply varying the control point values. As the basis 

functions are defined over a limited range of knot locations and smoothly blend 

together in the summation, the spline can be controlled at a local level by each control 

point while also exhibiting a continuous second order derivative. However, this sort of 

precise control over the curve is only possible between knots 4 and 13, marked by the 

vertical black lines. In this central region of the spline, it is sufficiently supported by the 
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overlapping basis functions to produce any piecewise cubic polynomial segment 

between the knots. The local control of the spline deteriorates beyond this range as 

the density of superimposed basis functions reduces. 

  
Figure 47: The components of a uniform 4th order B-spline. Each basis function is given as a bell-
shaped curve and its associated control point is a same-colored dot positioned directly above the 

peak. These form the spline curve shown as the black dash-dot line. The usable range of the spline is 
between the vertical black lines where it is properly supported by the basis functions. 

A common application of B-splines is curve fitting, in which a spline is 

constructed to approximate a set of 𝑀 sampled data points, 𝐲. 

 𝐁𝛂 ≅ 𝐲 (123) 

This is accomplished by first choosing a set of knot locations and the desired spline 

order to form the associated basis functions in 𝐁. These can be fit to 𝐲 by determining 

control point values, 𝛂, with respect to the objective function shown in Eq. (124). The 
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first term in this expression quantifies the residual between the data and the spline 

curve, where 𝐖 is a diagonal matrix of positive scalar weights. This can be used to 

influence the fit by amplifying or suppressing residual values at certain samples, such 

as increasing the importance of key data points or removing outliners. By default, the 

weights are all 1 and 𝐖 is an identity matrix that has no effect of the residuals.  

 𝑄 = ‖𝐖(𝐲 − 𝐁𝛂)‖𝟐 + 𝝀‖𝐃𝛂‖𝟐 (124) 

The inclusion of second term, 𝝀‖𝐃𝛂‖𝟐, was proposed by Eilers and Marx [141] 

as a means of efficiently enforcing a smoothing onto the spline curve. They refer to 

this formulation as penalized B-splines, or P-splines, as it penalizes the roughness of 

the control point values in 𝛂. The form of the smoothness is dictated by the penalty 

matrix 𝐃 and the strength of the penalty is scaled by the parameter 𝜆. While 𝐃 can be 

customized to enforce a wide variety of penalty formulations, the most straightforward 

approach is a difference relation between adjacent control points. Penalty matrices 

that apply a first and second order difference are shown in Eq. (125). A simple method 

for generating these matrices is creating an identity matrix of size 𝑁 and recursively 

applying a first order difference computation to each column. In MATLAB notation this 

is represented as 𝐃1 = 𝑑𝑖𝑓𝑓(𝑒𝑦𝑒(𝑁)), 𝐃2 = 𝑑𝑖𝑓𝑓(𝐃1), and so on for higher order 

difference matrices.  

 
𝐃𝟏 = [

−𝟏 𝟏 𝟎 𝟎 ⋯
𝟎 −𝟏 𝟏 𝟎 ⋯
𝟎 𝟎 −𝟏 𝟏 ⋯
⋮ ⋮ ⋮ ⋮ ⋱

] , 𝐃𝟐 = [

𝟏 −𝟐 𝟏 𝟎 𝟎 ⋯
𝟎 𝟏 −𝟐 𝟏 𝟎 ⋯
𝟎 𝟎 𝟏 −𝟐 𝟏 ⋯
⋮ ⋮ ⋮ ⋮ ⋮ ⋱

] (125) 
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These forms of the difference matrix are used in the definition of P-splines by Eilers 

and Marx. However, for this formulation of the penalty to be valid, the spline must be 

a uniform B-spline where the basis functions are constructed from an equally spaced 

sequence of knot locations, as demonstrated in Figure 47. To account for an arbitrary 

distribution of knots, work by Li and Cao [142] generalizes this process by showing 

that a weighting based on the relative position of the knots can be included in the 

computation of difference matrix so that it is valid for non-uniform B-splines. This 

method of applying discrete penalties to the control point values is computationally 

simpler than the more conventional approach to smoothing a spline curve by 

evaluating and minimizing its second derivative. Additionally, the functionality of the 

penalty is dependent on the number of basis functions and not on the order of the 

spline, allowing for the difference order of the penalty matrix to be higher than the 

spline order. For example, while first and second order splines do not have a second 

derivative that can be minimized to smooth the curve, a second order difference matrix 

can be easily defined that enforces the associated smoothing. 

With each term in Eq. (124) defined, the optimal control point values that 

minimize the objective function can be determined via the linear least squares 

regression solution shown in Eq. (126).  

 𝛂 = (𝐁′𝐖𝐁+ 𝜆𝐃′𝐃)−1𝐁′𝐖𝐲 (126) 

The quality of the spline curve formed from these values in 𝛂 is dictated by the user-

defined parameters of the P-spline formulation, which are the weights, the spline order 

and knot sequence, and the penalty matrix and scalar. Eilers and Marx offer guidance 
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on selecting these parameters in [141]. They suggest that a 4th order spline with a 

second order difference penalty matrix will be generally applicable to a wide range of 

applications as it exhibits a continuous second derivative that is smoothed by the 

discrete penalty on the control points. The most straightforward means of influencing 

the resultant curve is by varying the significance of the penalty with 𝜆. If the value of 𝜆 

approaches zero, the penalty is removed from the curve, and it becomes a standard 

B-spline fit. At the other extreme, if 𝜆 is set to be arbitrarily large then the P-spline 

converges to whatever type of curve is modelled by the penalty matrix. The first and 

second order difference matrices in Eq. (125) for instance lead to a constant-valued 

horizontal line, and a line with constant slope, respectively. Several methods for 

automatically determining a reasonable value for 𝜆 are described in [141].  

Eilers and Marx stress that the most significant advantage of P-splines over B-

splines is the relative importance of the knot sequence. When using standard B-

splines, the resultant curve is heavily dependent on setting appropriate knot locations 

that adequately capture the behavior of the data. Significant effort is typically required 

when attempting to optimize the number of knots and their location. However, Eilers 

and Marx argue that this can be avoided with P-splines by simply utilizing a dense 

distribution of knots that form a rich basis that can be controlled via the discrete penalty 

on the control points. If this type of dense knot sequence is used for standard B-

splines, basis functions can be generated in a range that does not contain any data 

points, leading to a column of zeros in 𝐁 and 𝐁′𝐖𝐁 in Eq. (126) to be singular. P-

splines do not suffer from this numerical instability since the penalty ensures that every 
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basis function is at least supported by the adjacent control points and 𝐁′𝐖𝐁+ 𝜆𝐃′𝐃 

is always full rank and invertible. Therefore, while any large number of knots could be 

used with P-splines, Eilers and Marx suggest that starting with 50 basis functions 

should provide a decently flexible spline curve while still being computationally 

efficient. 

 
Figure 48: B-spline (top) and P-spline (bottom) curve fits to a distribution of data points. A second 
order difference penalty in the P-spline eliminates the large variations observed in the standard B-

spline. 
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To demonstrate the differences of B-splines and P-splines, both are used to 

curve fit a set of data points as shown in the top and bottom plots in Figure 48. In this 

example, the 4th order uniform B-spline basis that was previously shown in Figure 47 

is utilized to form the spline curves. The data points being curve fit are the same in 

both plots and are represented by the red squares. Note that the data is situated in 

the central region of the spline between knots 4 and 13, since beyond there the spline 

is poorly supported as explained above. While the standard B-spline fit in the top plot 

closely follows the data points, it exhibits large variations in the value of the control 

points and the resultant curve, especially near the sixth knot location. To determine 

the control points for the P-spline curve in the bottom plot, a second order difference 

penalty was used with 𝜆 = 1. This produces a curve that smoothly tracks through the 

data points, where the significant variations observed in the B-spline fit are eliminated 

by the penalty reducing the difference between adjacent control point values.  

 

4.2.2. Determining Quasi-linear Modal Parameters with P-splines 

 The QL-LSQ method is based on representing quasi-linear modal parameters 

as splines. This NLSID technique is derived from the SDOF quasi-linear modal EOM 

in Eq. (1), in which the stiffness and viscous damping terms are assumed to be 

variables instead of constants. In order to determine values for these parameters, the 

other quantities in the expression, the acceleration, velocity, displacement, and 

external force, must be known. With experimental data, it is likely that only one of the 

response quantities is measured, such that numerical integration and/or differentiation 
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schemes must be used to compute the other two. Additionally, if the response and 

force are multimodal or multiharmonic, modal filtering and harmonic decomposition 

methods must be used to separate the data into distinct SDOF systems that can be 

individually characterized. 

The model form that is fit to each SDOF response is shown in discrete form in 

Eq. (127), in which 𝑚 = 1:𝑀 are the sample indices and �̈�[𝑚], �̇�[𝑚], 𝑥[𝑚], and 𝑓[𝑚] 

are vectors containing the measured system response and the applied force. In this 

expression, the viscous damping, 𝑐[𝑚], and stiffness, 𝑘[𝑚], are also in a discrete form 

that can vary from sample to sample. The circled dot operator, ⊙, denotes element-

wise matrix multiplication, also known as the Hadamard product.  

 �̈�[𝑚] + 𝑐[𝑚]⊙ �̇�[𝑚] + 𝑘[𝑚]⊙ 𝑥[𝑚] = 𝑓[𝑚] (127) 

To determine the stiffness and damping, both are first represented in terms of B-spline 

basis functions and control points as shown in Eq. (128). Each B-spline formulation 

can be defined completely independently with distinct knot locations and spline order. 

In the expression, the damping bases is given as 𝐁c[𝑚, 𝑛c] with control points 𝛼c[𝑛c], 

where 𝑛c = 1:𝑁c are the indices of each basis. The stiffness is similarly defined, with 

𝐁k[𝑚, 𝑛k], 𝛼k[𝑛k], and 𝑛k = 1:𝑁k. 

 𝑐[𝑚] = 𝐁c[𝑚, 𝑛c] ∗ 𝛼c[𝑛c] 

𝑘[𝑚] = 𝐁k[𝑚, 𝑛k] ∗ 𝛼k[𝑛k] 
(128) 

Substituting this form of the stiffness and damping into Eq. (127) and moving the 

acceleration term to the right side produces:  
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 (𝐁c[𝑚, 𝑛c] ∗ 𝛼c[𝑛c]) ⊙ �̇�[𝑚] + (𝐁k[𝑚, 𝑛k] ∗ 𝛼k[𝑛k]) ⊙ 𝑥[𝑚] ≅ 𝑓[𝑚] − �̈�[𝑚] (129) 

The left side of this expression can be consolidated into a matrix representation as 

shown in Eq. (130), where the basis matrices are concatenated into a single matrix 

that has dimensions [𝑀 × (𝑁c + 𝑁k)], and the associated control points are stacked 

into a vector with dimensions [(𝑁c + 𝑁k) × 1]. On the right side is the difference of the 

force and acceleration vectors, which is a quantity commonly known as the restoring 

force. 

 
[𝐁c[𝑚, 𝑛c] ⊙ �̇�[𝑚] 𝐁k[𝑚, 𝑛k] ⊙ 𝑥[𝑚]] [

𝛼c[𝑛c]

𝛼k[𝑛k]
] ≅ 𝑓[𝑚] − �̈�[𝑚] (130) 

The control point values for both the damping and stiffness are now 

simultaneously determined via linear least squares regression as shown in Eq. (131), 

which is an adaptation of the general solution for P-spline control points given in Eq. 

(126).  

 
[
𝛼c[𝑛c]

𝛼k[𝑛k]
] = (𝐁′𝐖𝐁+𝐃′𝐃)−1𝐁′𝐖(𝑓[𝑚] − �̈�[𝑚]) (131) 

In this expression, the restoring force is the data points that are being curve fit. The 

weighting matrix, 𝐖, is an identity by default but can be set by the user to influence 

the fit to the restoring force. The B-spline basis matrix, 𝐁, is as shown in Eq. (132) and 

is composed of the concatenated B-spline basis matrices for the damping and 

stiffness that are multiplied element-wise by the velocity and displacement vectors, 

respectively. In this scenario, the splines essentially form a best-fit local representation 

of the nonlinearity in the response in terms of an effective stiffness and damping. 
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These combine with the displacement and velocity to model whatever nonlinear 

behavior is exhibited by the restoring force. 

 𝐁 = [𝐁c[𝑚, 𝑛c] ⊙ �̇�[𝑚] 𝐁k[𝑚, 𝑛k] ⊙ 𝑥[𝑚]] (132) 

To enforce a smoothing onto the damping and stiffness control points, the P-spline 

discrete difference penalty can be applied to each. As these are modelled by separate 

B-splines, independent difference matrices 𝐃𝐜 and 𝐃𝐤 can be formed for 𝛼c[𝑛c] and 

𝛼k[𝑛k], respectively. The complete penalty matrix, 𝐃, is constructed as shown in Eq. 

(133), in which the individual difference matrices are combined in a block diagonal 

form where 𝟎𝑵𝐜 and 𝟎𝑵𝐤 are appropriately sized zero matrices. The penalty scalars, 

√𝜆c and √𝜆k, are inserted as square roots since the 𝐃′𝐃 term in Eq. (131) will square 

the values.  

 
𝐃 = [

√𝜆c𝐃𝐜 𝟎𝑵𝐤

𝟎𝑵𝐜 √𝜆k𝐃𝐤
] (133) 

With the control point values produced by the least squares fit in Eq. (131), the 

spline representations of the effective viscous damping, 𝑐[𝑚], and stiffness, 𝑘[𝑚], are 

formed as defined in Eq. (128). In standard linear structural dynamics [103], the 

viscous damping and stiffness are related to the natural frequency and damping ratio 

through 𝑐 = 2𝜁𝜔n and 𝑘 = 𝜔n2. Assuming this relation can be extended to also describe 

quasi-linear modal parameters, Eq. (134) shows expressions for the quasi-linear 

natural frequency and damping ratio based on the computed spline forms of stiffness 

and viscous damping.  
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 𝜔n[𝑚] = √𝑘[𝑚] 

𝜁[𝑚] =
𝑐[𝑚]

2𝜔n[𝑚]
 

(134) 

By default, the dependent variable for the sampled response and force is likely 

time, where successive indices in 𝑚 are in chronological order and progress forward 

in time. If the B-spline knot sequences are defined relative to these points in time, then 

the resultant 𝑐[𝑚] and 𝑘[𝑚] spline curves are also formed with respect to time. While 

this representation of the nonlinearity as a function of time can be informative, it is 

often more useful to model the nonlinear behavior as quasi-linear parameters that are 

dependent on the response amplitude. In QL-LSQ, the amplitude dependent curves 

can be directly determined by defining the splines with respect to the amplitude of the 

response instead of time. A simple approach for this is to sort the response and force 

vectors relative to an identified vector of response amplitude values at each sample, 

𝐴[𝑚], such that 𝑚 = 1 is the sample with the lowest amplitude and 𝑚 = 𝑀 has the 

highest amplitude. Setting the knot sequences relative to these reordered vectors then 

generates B-spline basis functions which span the amplitude range of the response, 

instead of the amount of time it was recorded over. This process could be utilized to 

generate splines that are dependent on any quantity that the response and force can 

be sorted with respect to, such as the instantaneous value of the response itself or the 

amplitude of other resonances. This aspect of the QL-LSQ method is highlighted in 

the next section, in which it is used to characterize a simulated nonlinear system. 
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 Case Studies Revisited 

4.3.1. Application to Forced Modal Iwan Model 

 To demonstrate the use of QL-LSQ on a nonlinear system with known truth 

data, this section revisits the Modal Iwan Model previously explored in Section 3.3.1. 

The same Iwan parameters listed in Table 1 and sine beat forcing and simulated 

response shown in Figure 32 are used here. By utilizing the same data set, the natural 

frequency and damping ratio results from QL-LSQ can be directly compared to the 

truth values and those from the implementation of FREEVIB/ FORCEVIB used in the 

optimization process detailed in Chapter 3. While that approach required both the 

response and force to be curve fit to estimate the amplitude and phase of each, the 

solution process for QL-LSQ is much more straightforward as it operates directly on 

the real valued response and force vectors. In this numerical case study, the 

acceleration, velocity, and displacement are all taken to be known from the simulation 

results. While this is unrealistic as precisely measuring all three in an experimental 

setting is incredibly uncommon, this is done to avoid ambiguity in the results due to 

errors introduced through numerical integration and/or differentiation. 

To set up the integrated response and the force such that the quasi-linear 

parameters can be determined directly as B-splines with respect to amplitude, the 

vectors are sorted with respect to the velocity amplitude returned by the integration 

scheme [127]. This is shown in Figure 49, in which the displacement is shown with 

respect to time on the left, and with respect to the velocity amplitude on the right. 

When represented with respect to time, the response initially starts as linear and 
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rapidly becomes more nonlinear as the sine beat causes the response amplitude to 

increase. The system then slowly rings down and converges back toward linear 

behavior. By viewing the response as a function of the amplitude, the sorting process 

has effectively folded the initial ramp up and subsequent ring down portions of the 

sine beat response on top of each other. This allows for the ramp up and ring down 

portions of the response to be characterized simultaneously. Since the nonlinearity is 

amplitude dependent, it does not matter when the response occurred, only what the 

amplitude was at that time.  

 
Figure 49: (Left) The displacement response of the Iwan Model vs time. (Right) The same response 

but sorted with respect to the velocity amplitude. 

 To determine the quasi-linear stiffness and damping of the simulated Iwan 

Model response with QL-LSQ, a set of B-spline basis functions were defined with 

respect to the velocity amplitude. In this case, the same basis was used for both the 

stiffness and damping curves and consisted of 4th order basis functions constructed 

from a uniform sequence of 40 knots. The same penalty matrix was also used for both, 
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which enforced a second order difference penalty onto the control points with a scaler 

value of 𝜆 = 0.001. The control points defining the stiffness and viscous damping 

splines are then computed with least squares regression using Eq. (131). This 

produces the curves shown in Figure 50. Each B-spline basis and its associated 

control point are shown as the multicolored curves and dots, and the resultant spline 

curve is shown as a black dash-dot line. 

 
Figure 50: The resultant B-spline curves for the quasi-linear stiffness (top) and viscous damping 

(bottom) of the Iwan Model. 

Using Eq. (134), the quasi-linear natural frequency and damping ratio can be 

recovered from these spline curves. The result is displayed in Figure 51, which repeats 

the data in Figure 37 but with additional dashed purple lines representing the QL-LSQ 

result. To represent the QL-LSQ results with respect to time, they are simply reordered 
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by reversing the sorting that was applied to the response and force vectors to order 

them as functions of amplitude. In each plot, the QL-LSQ curves accurately overlay 

with the true values for the nonlinear behavior of the simulated Iwan Model.  

 
Figure 51: Comparison of Frequency and Damping vs Time and Velocity Amplitude from the exact 

truth values for this Modal Iwan Model, the Curve Fit, and QL-LSQ.  
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Furthermore, the QL-LSQ model does not exhibit the significant initial end 

effects present in the FREEVIB/ FORCEVIB result from the previous chapter. This is 

due to the fact that the FREEVIB/ FORCEVIB methods are heavily dependent on 

accurately estimating derivatives of the amplitude and phase, where any error is 

amplified and becomes more pronounced. Conversely, QL-LSQ operates directly on 

the response and force with respect to the amplitude, such that the initial ramp up of 

the response is characterized by the same portion of the spline that applies to the later 

ringdown. This separation of the temporal and physical behavior of the system allows 

QL-LSQ to produce a more accurate result.  

 In this numerical case study, QL-LSQ was shown to accurately model the 

simulated response of a Modal Iwan Model. The generated quasi-linear modal 

parameters very closely match the truth data for the nonlinear system while avoiding 

the initial end effect that pollutes the FORCEVIB curve due to its reliance on 

derivatives of the amplitude and phase.  

4.3.2. Application to S4 Beam Impact Response 

In this case study, the nonlinear experimental free decay from impact testing of 

the S4 Beam is characterized with the QL-LSQ method and compared to the results 

returned by other NLSID methods that specialize in free response. This data was 

previously explored in Section 2.5 with the STHT and Section 3.3.2 with the 

polynomial optimization process. The test structure and experimental setup are 

depicted in Figure 26 and the recorded drive point acceleration response from a modal 

hammer impact is shown in Figure 27.  
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To utilize QL-LSQ, the modal responses must be individually extracted from 

the physical response and integrated to generate the necessary SDOF acceleration, 

velocity, and displacement. These response quantities that were formed with the 

optimization process in the previous chapter are used here. The accelerations from 

the optimized polynomial fits to the first two elastic modes are shown in Figure 52.  

 
Figure 52: The acceleration response of the first two modes of the S4 beam that were extracted from 

the measured signal with the polynomial optimization process. 

To determine the quasi-linear modal parameters of each resonance with QL-

LSQ, the parameters for the B-spline curves are first set. Since the response is a free 

decay, the amplitude is only decreasing as time progresses, such that reordering the 

responses to be with respect to increasing amplitude is accomplished by simply 

flipping each vector. In this case, the difference between forming the splines relative 

to time verses amplitude is due to the nonlinearity in the system causing the amplitude 

to decay at different rates as time progresses. Constructing the knot sequence with 

respect to the amplitude characterizes the system response purely in terms of its 
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dependence on the amplitude and compensates for any temporal effect that could be 

captured by the spline curves. To that end, 4th order B-spline basis functions were 

constructed for each parameter from 40 equally spaced knots that span the amplitude 

range of the modal responses. Penalty smoothing was implemented in the form of 

standard second order difference matrices and 𝜆 values for the stiffness and damping 

splines of 10−9 & 10−2 for the first mode and 10−11 & 5 ∙ 10−5 for the second mode. 

 The resultant quasi-linear natural frequencies and damping ratios for both 

modes are shown in Figure 53 as solid black lines. Each plot also contains estimates 

of the amplitude dependent parameters for other NLSID methods. The blue solid line 

is from the PFF algorithm [56] which operates on estimates of location and height of 

oscillation peaks. The green dots are results published by M. Wall [19] using an 

implementation of the Hilbert Transform and FREEVIB in conjunction with a smoothing 

spline to estimate the amplitude and phase derivatives. The orange dotted line show 

the results from the STHT previously shown in Figure 31, and the yellow dashed line 

is from the optimization results shown in Figure 42. Each of these other approaches 

are different implementations of FREEVIB and are thus sensitive to noise in the signal 

during the numerical differentiation process to determine the frequency and damping. 

This is demonstrated in each curve from those methods, where the quasi-linear 

parameters get increasingly noisy as the amplitude decreases. While all curves are 

relatively smooth and agree at higher amplitudes, the QL-LSQ curves remain smooth 

throughout the amplitude range due to the flexibility and resilience to noise of the 

penalized B-spline framework.   
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Figure 53: Amplitude dependent natural frequency (Left) and damping ratio (Right) for elastic mode 

1 (Top) & mode 2 (Bottom) of the S4 Beam. In each, the green dots are from a Hilbert Transform 
based algorithm used by M. Wall in [19], the blue line is from the PFF algorithm, the orange dotted 
curves represent the STHT result, the yellow dashed line is from the optimized polynomial curve fit, 

and the solid black lines are from QL-LSQ. To demonstrate the deflection shape of the resonances, an 
image of each mode shape from a finite element model is shown superimposed over the plots. 
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4.3.3. Application to CPB Forced Response 

 The final case study presented here is an application of QL-LSQ to 

experimentally measured forced response of a benchmark structure. To compare 

against the FORCEVIB results from the optimization process explored in the previous 

chapter, this section revisits the Cylinder-Plate-Beam testbed and associated data 

detailed in Section 3.3.3. The experimental setup and CPB structure are shown in 

Figure 43, while the measured sine beat force and modal acceleration are plotted in 

Figure 44 and Figure 45. As QL-LSQ also requires the velocity and displacement, 

these were computed by numerically integrating the measured acceleration in the 

frequency domain. This is done by first computing the discrete Fourier coefficients of 

the acceleration with the FFT algorithm. The resulting vector of complex coefficients 

represent the amplitude and phase of a series of complex exponentials, 𝑒𝑖𝜔𝑡, 

oscillating at frequencies 𝜔. Integrating the acceleration then amounts to dividing each 

coefficient by 𝑖𝜔 to produce the velocity, and −𝜔2 for displacement. The time vector 

of each is found by computing the inverse FFT of the integrated acceleration 

coefficients.  

 The STHT from Chapter 2 is then used to extract the fundamental harmonic 

component of the modal responses and force and also estimate the amplitude of the 

integrated velocity signal. To compute the STFT of the signals for use in the STHT, a 

segment size of 0.1 [s] was used with an overlap of 75%. The corresponding 

spectrogram of the acceleration is shown in Figure 54. To decompose the 

fundamental harmonic, a time-frequency mask was constructed to filter out the higher 
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harmonics. The masking region is overlaid on the spectrogram where the selected 

points shown in red form the region enclosed by the blue line. Synthesizing the 

frequency content contained in the mask generates the time signal below the 

spectrogram. This process was performed on the responses and force to reduce each 

to monoharmonic signals and to form an accurate estimate of the velocity amplitude.  

 
Figure 54: Extracting the fundamental harmonic of the CPB response with the STHT. Reassembling 

the enclosed section of the spectrogram in the time domain produces the shown time signal.  

 To characterize the nonlinear response of the first elastic CPB mode with QL-

LSQ, the responses and force were reordered with respect to the velocity amplitude 

and a 4th order B-spline basis was formed from a uniform distribution of 40 knots that 
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span the amplitude. A second order difference matrix was used for the roughness 

penalty on the control point values, and 𝜆 values for the stiffness and damping splines 

were set to 10−8 and 0.1, respectively.  

The resultant natural frequency and damping ratio curves are shown in Figure 

55. In each plot, the QL-LSQ result is given by the orange curve and the blue dashed 

line is the FORCEVIB result from Figure 46 as computed by the optimized curve fitting 

process. The natural frequency estimates from both NLSID methods are in good 

agreement as the curves closely overlay in the time and amplitude plots. In comparing 

the damping ratio results, QL-LSQ does not exhibit the significant initial end effect 

present in the optimized curve fit and instead correctly converges toward the linear 

value at low amplitudes. Additionally, since FORCEVIB inherently operates on a 

sample-to-sample basis, it produces slightly different results at the same amplitude 

values during the initial ramp up and the subsequent ring down of the response and 

forms a loop in the amplitude dependent plots. Meanwhile, by ordering the data and 

defining the B-spline bases with respect to the amplitude, QL-LSQ generates a single-

valued curve that simultaneously fits the portions of the response that have the same 

amplitude. The curve is essentially a weighted average of the data points near that 

amplitude value, where the least squares result is biased toward characterizing the 

nonlinear behavior in the form exhibited by the greatest number of data points in the 

response. Since the ringdown takes more time than the ramp up, the FORCEVIB 

result is closer to that portion of the QL-LSQ curve.  
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Figure 55: Comparison of Frequency and Damping vs Time and Velocity Amplitude from FORCEVIB, 

QL-LSQ, and the linear value from a separate, low amplitude test.  

In addition to the single sine beat test analyzed above, several more at various 

force amplitudes were also performed. The quasi-linear natural frequency and 

damping ratio curves produced by QL-LSQ for each measurement are overlaid in 

Figure 56. In the bottom left plot, the natural frequency results trace out a consistent 

amplitude dependent backbone curve. Likewise, the damping ratio curves all display 

the same trend when plotted verses amplitude, demonstrating the repeatability of the 

measurements and the consistency of the QL-LSQ results. It is also noteworthy that, 

even though the lowest level test, given by the green line, is exhibiting forced response 

at 118 [Hz] throughout the measurement, QL-LSQ calculates the natural frequency 

and damping ratio to be quite close to the linear values.  
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Figure 56: Frequency and Damping vs Time and Velocity Amplitude from QL-LSQ applied to several 

experimental measurements at various forcing amplitudes.  

In this section, the QL-LSQ method was used to characterize the nonlinear 

behavior of the CPB structure undergoing forced response. After numerically 

integrating the measured acceleration to produce the associated velocity and 

displacement, the STHT was used to filter out the higher harmonics and estimate the 

amplitude. Linear least squares regression could be used to form B-spline 

representations of the quasi-linear natural frequency and damping ratio. Compared to 

the FORCEVIB results from the optimization process, QL-LSQ yields similar curves 

but does not produce the significant initial end effect present in the optimization curve 

and is also able to generate a single-valued curve with respect to amplitude instead 

of a loop. 
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 Characterizing Modal Coupling with QL-LSQ 

4.4.1. Introduction 

Nonlinearity is often encountered in structural dynamics, and while many 

system identification techniques have been explored, these existing approaches are 

ill equipped to properly address many nonlinear behaviors that are observed in 

practice. Although great progress has been made in developing methods for analyzing 

isolated nonlinear resonances, these methods typically assume that the modal 

properties are uncoupled, in that the response of one mode does not have any effect 

on the behavior of another. This is a suitable assumption when analyzing weakly 

nonlinear systems in which variations in the stiffness and damping of each mode can 

be accurately characterized as a univariate function of its response amplitude. 

However, this approach fails when the effects of modal coupling are no longer 

negligible, and individual modal properties vary with respect to multiple modal 

responses. To that end, this section explores a method for efficiently characterizing 

the coupling effects between two nonlinear resonances in terms of the relative modal 

response amplitude of each. This is done by simultaneously exciting the relevant 

structural modes at a variety of amplitude combinations and extracting amplitude 

dependent natural frequency and damping ratio curves for each mode from the 

response measurements. The effect of the coupling between the resonances can be 

visualized and described in a three-dimensional space by representing each quasi-

linear modal parameter as a function of both modal amplitudes. In this section, this 

approach is demonstrated utilizing experimentally measured nonlinear response data 
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from the CPB. Coupling behavior is observed by concurrently exciting pairs of modes 

of the structure that each activate the joint nonlinearity. Representing the identified 

quasi-linear parameters from the measured response data in the three-dimensional 

space mapped out by the associated modal response amplitudes offers an intuitive 

and concise means of characterizing and visualizing this complex nonlinear structural 

behavior.  

4.4.2. Background on Modal Coupling 

Within structural dynamics, linear modal analysis is the most well understood 

and utilized approach for characterizing the dynamic behavior of a system. Linear 

methods typically amount to determining constant valued natural frequencies, 

damping ratios, and mode shapes, [𝜔n, 𝜁, 𝜙] , that collectively describe the dynamic 

motion of the structure as a superposition of uncoupled and orthogonal modal 

responses. While linear techniques can be extremely useful, all real systems are 

nonlinear in some regard and the highly idealized representation produced by linear 

parameters is likely only accurate at low excitation levels. As a means of extending 

the concept of linear modal parameters beyond the linear regime, the nonlinear 

behavior exhibited by the stiffness and energy dissipation of the structure can be 

modelled in terms of equivalent natural frequencies and damping ratios that are a 

function of the amplitude of the structural response, [𝜔n(𝐴), 𝜁(𝐴), 𝜙]. These quasi-

linear parameters present an intuitive extension to their linear counterparts, 

converging to the underlying constant, linear value at low amplitudes, while diverging 

at higher response amplitudes to emulate the nonlinear behavior of the structure in an 
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averaged sense. Typically, quasi-linear parameters are assumed to be a function 

purely of their respective modal response amplitude. In certain structures, such as 

those with bolted joints, some identified quasi-linear parameters display inconsistent 

trends with respect to their modal amplitude [143]. Usually, this anomalous behavior 

is attributed to being measurement error or noise, or some ambiguous modal coupling 

effect that cannot be reliably modelled or accounted for as it does not fit the 

assumption that the modes are uncoupled. 

In an effort to understand and model observed modal coupling, the quasi-linear 

parameters may be considered to be a function of two modal amplitudes, 

[𝜔n(𝐴1, 𝐴2), 𝜁(𝐴1, 𝐴2), 𝜙], such that, instead of tracing out a univariate backbone curve 

in 2D space, a representative surface is formed in 3D space, or if more than two modal 

amplitudes are considered, a higher dimensional plane. This approach was 

investigated by Haslam et al. in [144], in which numerical models with known 

nonlinearity were examined. Two methods for forming a 3D modal coupling surface 

were explored, the first was to utilize the Restoring Force Surface method to form 

coupled nonlinear equations of motion that attempt to emulate the nonlinear behavior 

illustrated by the modal coupling surface. While this approach showed some promise 

in those numerical cases, it has subsequently been shown to be very ineffective in 

modeling experimentally measured modal coupling data [38]. The second method was 

to directly fit an interpolating plane to a set of identified quasi-linear curves that are 

represented as a function of two modal amplitudes. This is the approach that is 
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investigated in the following section on a set of experimentally measured data that 

displays behavior suspected to be a result of modal coupling. 

4.4.3. Modal Coupling in the CPB 

The data presented here was collected from the aforementioned CPB structure 

and experimental test setup that was shown in Figure 43. This data was originally 

measured by the author in [38] in an effort to use the RFS method to model the 

observed modal coupling behavior. As detailed in Section 1.2.1, that approach proved 

less than ideal and prompted the development of the present work. In the response 

explored in Section 3.3.3 and Section 4.3.3, a single sine beat excitation was applied 

to significantly excite only the first mode of the CPB. Additional test cases included 

sine beats at various magnitudes applied to the first three elastic modes of the CPB 

individually and simultaneously in pairs. These modes are essentially the beam 

moving in three perpendicular directions: first order cantilever modes in the soft and 

stiff directions and translating axially upon the first order drum mode of the plate. 

The measured CPB responses were reduced to single-degree-of-freedom 

modal responses via modal filtering with the linear mode shapes. While the quasi-

linear parameters are assumed to be coupled, the modal filter operates upon the mode 

shapes, which should remain roughly constant and independent such that the modally 

filtered responses are approximately SDOF. As in Section 4.3.3, the modal 

acceleration was integrated in the frequency domain to produce the associated modal 

velocity and displacement. To reduce the responses and force to monoharmonic 

signals and to estimate the amplitude, the STHT was used as previously shown in 
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Figure 54, in which a time-frequency masking region was defined about the 

fundamental harmonic of the signal to filter out noise and higher harmonic 

components. The QL-LSQ process was then utilized to calculate the quasi-linear 

modal parameters from these filtered responses. For this experimental data, the 

response and force vectors are kept in order with respect to time, such that the knot 

sequences for the B-spline bases are also formed relative to the time span of the 

measurement. The process used in the case studies in Section 4.3, where the vectors 

are reordered with respect to the response amplitude, cannot be used here since 

these responses are assumed to be a function of two different amplitudes. If the quasi-

linear parameters are determined with respect to one of the amplitudes, the resulting 

spline curves from the least squares fit will be an average of the nonlinear modal 

coupling behavior that is the focus of this section.  

 Shown below in Figure 57 are identified quasi-linear parameters of the third 

elastic mode as a function of the amplitude of the third mode. The underlying linear 

values for each, as determined from a low-level burst random noise test, were 𝜔n =

544.8 [Hz] and 𝜁 = 0.275 [%]. In the plots, results from five experiments are shown. 

The two yellow curves are from sine beats that were applied to only provide excitation 

in the frequency range about the third mode such that its isolated nonlinear behavior 

could be characterized. These results trace out fairly consistent backbone curves in 

which the natural frequency displays a softening, and the damping ratio has an 

increasing then decreasing trend. The three blue curves are from a set of experiments 

in which the excitation consisted of a superposition of two sine beats that were defined 
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to excite both the first and third modes at magnitude ratios of 1:1, 2:1, and 1:2 to 

produce responses that exhibit various levels of modal coupling. The portion of the 

curves from the initial ramp up segment of the response, marked by the green arrows, 

agrees with the results from isolated Mode 3 response. However, the later portion of 

the coupled curves, marked by the red arrows, drastically deviates from the isolated 

nonlinear behavior exhibited by the third mode.  

  
Figure 57: Quasi-linear behavior of the third CPB mode as a function of the mode 3 amplitude. The 

curves from when Modes 3 and 1 are simultaneously excited exhibit significantly different nonlinear 
behavior compared to when Mode 3 is excited in isolation. 

 These same curves are shown with respect to the Mode 1 amplitude in Figure 

58. In this representation the behavior in the curves from the combined first and third 

mode excitation, marked again by the red arrow, now closely overlay, signifying a 

dependence on the amplitude of the first mode instead of the third. This is as opposed 

to the isolated Mode 3 curves, again marked by the green arrow, which show no 

consistent trend relative to the first mode amplitude, signifying that these are indeed 

dependent only on the amplitude of the third mode. 



178 

 

 

 

  
Figure 58: The quasi-linear modal parameters of the third CPB mode as a function of the amplitude 
of the first mode. The nonlinear behavior in the combined excitation cases exhibit modal coupling in 

the form of a dependence on the Mode 1 amplitude.  

 These quasi-linear parameter curves are shown in a combined 3D space in 

Figure 59. The trajectory of the curves through the space defined by the amplitudes 

is shown beneath each in a darker color. In the natural frequency results in the top 

plot, the curves begin near the linear value and soften to lower frequencies at higher 

amplitudes with respect to both the Mode 1 and Mode 3 amplitudes. In the damping, 

the curves begin near the linear value before displaying a sort of bell shape with the 

increasing amplitudes. While the isolated Mode 3 result follows the same trend with 

increasing and decreasing amplitude, the cases with the simultaneous Mode 1 

response ring down with higher damping ratios. These results show that the quasi-

linear behavior of the third mode is very sensitive to the excitation of the first mode. 

This is likely a result of both modes heavily involving motion of the beam, which warps 

the plate and distorts the contact between the plate and cylinder, causing variations 

in the frictional effects and perceived stiffness of the interface.  
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Figure 59:The quasi-linear parameters of CPB Mode 3 in a 3D space defined by the response 
amplitudes of mode 1 and mode 3, with Natural Frequency on top and Damping Ratio on the 

bottom. 
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Modal coupling is a complicated dynamic phenomenon that has proved 

challenging to identify and model, to the extent that coupling is often avoided by simply 

assuming that it is negligible. In systems where that is not feasible, techniques are 

needed that present the nonlinear behavior of the modal coupling in an intuitive format. 

This work demonstrated the use of one such approach on experimentally identified 

quasi-linear parameters that exhibit the effects of modal coupling. By plotting the 

varying natural frequency and damping ratio in a 3D space with respect to multiple 

modal responses, the combined amplitude dependence of the parameters can be 

visualized and more easily interpreted.  

 Conclusion  

This chapter detailed a new nonparametric NLSID technique which utilizes the 

quasi-linear model form. The primary objective of this method, here called QL-LSQ, is 

to determine equivalent modal natural frequencies and damping ratios that represent 

amplitude dependent averaged nonlinear behavior. In QL-LSQ, this behavior is 

modelled in terms of variations in stiffness and viscous damping, represented by 

penalized B-spline curves. No assumptions have been made as to the form or physical 

processes in the nonlinearity, only that the resultant averaged effects are reasonably 

smooth and vary slowly enough to be accurately captured by relatively low-order 

piecewise polynomials. Fitting the model to measured nonlinear response data is done 

by determining the control point values through a linear least squares solution 

between the velocity and displacement and the difference between the acceleration 
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and force. By reordering the vectors and forming the B-spline bases with respect to 

the amplitude of the response, the amplitude dependent form of the resultant spline 

curves for the stiffness and damping can be determined directly from the data. 

The results produced by QL-LSQ are comparable to those from Feldman’s 

FREEVIB/ FORCEVIB methods as they are also derived from the quasi-linear model 

form. While QL-LSQ determines stiffness and damping in terms of B-splines fit with a 

least squares solution, Feldman’s approach was to assume the quasi-linear EOM is 

in a complex form such that the real and imaginary components can be separated to 

form two equations to solve for the two unknowns. The inherent difficulty in this 

process is that it requires the amplitude, phase, and derivatives of each to be 

estimated from the measured data, which can be a complicated and troublesome 

procedure. QL-LSQ then presents a notable simplification over FREEVIB/ FORCEVIB 

as it operates directly on the real-valued response and force signals. Whereas 

Feldman’s approach requires the use of temperamental processes like the Hilbert 

Transform to estimate amplitude and phase, QL-LSQ exchanges this for the simpler 

process of numerical integration/ differentiation.  

The case studies explored in the previous chapters were revisited here to 

demonstrate how the QL-LSQ process may be applied in various scenarios and to 

compare the results to those from FREEVIB/ FORCEVIB. First the numerical Iwan 

Model simulation data from Section 3.3.1 was analyzed, showing how QL-LSQ 

produces quasi-linear parameters that are in very good agreement to the known truth 

values. Additionally, QL-LSQ does not exhibit the significant initial end effect present 
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in the FORCEVIB result. The next case examined experimental free response of the 

S4 Beam first shown in Section 2.5. As this data set contains multiple simultaneously 

decaying oscillations, the extracted and integrated signals from the optimization 

process in Section 3.3.2 were used with QL-LSQ to characterize the nonlinearity in 

the first two modes. The resultant quasi-linear natural frequency and damping ratio 

curves from QL-LSQ are in good agreement with those from FREEVIB-based 

methods at high amplitude, while also proving to be smoother and more resilient to 

noise at low amplitude. Lastly, the experimental forced response of the CPB structure 

presents an instance where the measured force signal must be accurately accounted 

for to produce physically meaningful quasi-linear parameters. The QL-LSQ results are 

again in good agreement with the comparable FORCEVIB result, demonstrating the 

accuracy achieved by the QL-LSQ method while avoiding the amplitude and phase 

derivatives required in FORCEVIB. Lastly, QL-LSQ was used to characterize 

additional measurements from the CPB that exhibit modal coupling. By representing 

the quasi-linear modal parameters as a function of two modal amplitudes, the effect 

that each has on the nonlinear behavior of a single mode can be visualized and more 

easily interpreted. 

The QL-LSQ method presents an attractive alternative to Feldman’s FREEVIB/ 

FORCEVIB approaches, as it provides quasi-linear natural frequency and damping 

ratio results directly from the measured response and force signals. This simplifies the 

data analysis while increasing the resilience to noise, providing a notable improvement 

over existing algorithms that utilize FREEVIB/ FORCEVIB. 
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 Conclusion & Future Work 

This dissertation presented a set of new NLSID techniques that offer notable 

improvements over existing approaches used in structural dynamics for determining 

amplitude dependent modal properties. In Chapter 2, the STHT was introduced as a 

generalization of the process for numerically computing the Hilbert Transform. By 

utilizing the STFT instead of the Fourier Transform, the ringing artifacts caused by 

leakage in the signal are suppressed, and time-frequency masking can be used for 

simple but effective mode decomposition if the signal components are separable. 

While the case studies showed that this approach produces more accurate amplitude 

and phase results compared to the Hilbert Transform, the STHT will still exhibit ringing 

artifacts in the local vicinity of any sharp changes in the signal due to inherent 

limitations of the Hilbert Transform.  

An alternative was detailed in Chapter 3, in which nonlinear optimization was 

used to curve fit polynomial representations of amplitude and phase to a sampled 

oscillation. This proposed process avoids many of the issues encountered in 

implementations of the Hilbert Transform. The preprocessing steps that are typically 

used to ensure that the signal is monoharmonic, like bandpass filtering, EMD, or VMD, 

are not needed for the optimization as each oscillation can be individually fit directly 

from the original multi-harmonic signal. Additionally, the optimized polynomials can be 

used to represent the integrals and derivatives of the oscillation, and the result is much 

less sensitive to noise as the amplitude and phase are modeled by smooth 

polynomials that are curve fit to the data in a least squares sense. However, compared 
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to the STHT, utilizing nonlinear optimization is much more computationally expensive. 

Therefore, which approach is used would be decided on a case-by-case basis. The 

STHT can be utilized if the residual end effects are negligible, and the oscillation 

components are separable via time-frequency masking. Otherwise, the optimization 

process can be implemented in cases where there is significant noise that will pollute 

the STFT segments with leakage or to extract oscillations that are close in frequency. 

As a future extension to these processes, a combined approach could be taken where 

the STHT is utilized to form an estimate of the amplitude and phase that are then used 

as an initial guess for each in the optimization, leading to a more stable and faster 

solution. This could also be implemented in a spline framework, in which spline curves 

fit to the STHT results are then refined by the optimization process.  

Chapter 4 presented a new method for determining amplitude dependent 

modal parameters called QL-LSQ. In this process, the quasi-linear stiffness and 

viscous damping are represented as B-spline curves that are fit to the nonlinear 

restoring force with linear least squares regression. The main advantage of QL-LSQ 

over existing methods is the adaptability to a wide range of response conditions and 

the fact that it does not require amplitude and phase derivatives as part of the solution 

process. Computing those quantities is typically very sensitive to noise, requiring 

additional smoothing and filtering operations to mitigate. In QL-LSQ, the penalized B-

splines automatically average through any noise and are highly customizable. This 

provides a notable improvement over existing algorithms as it simplifies the data 

analysis while also increasing the resilience to noise. 
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The overall contribution of this dissertation is a comprehensive solution for 

characterizing quasi-linear modal parameters in which the STHT and optimization 

process are used as preprocessing steps for QL-LSQ. The proposed methods 

individually have certain weaknesses that can be accounted for with the others. QL-

LSQ produces smooth amplitude dependent natural frequency and damping ratio 

curves, but requires an estimate of the response amplitude, and the acceleration, 

velocity, displacement, and force signals must all be known in a SDOF and 

monoharmonic form. While these quantities can be determined with the STHT and/or 

optimization process, the case studies for those individual methods demonstrated the 

difficulties in utilizing FREEVIB/ FORCEVIB. Employing a combination of the three 

proposed methods yields superior results that avoid pitfalls in each, where the 

measured signals characterized by the STHT and optimization are then passed to QL-

LSQ to determine the quasi-linear modal properties.  

The experimental case studies in Section 4.3 exemplify this framework. For the 

S4 Beam data, the optimization process was used to extract and integrate the modal 

responses and estimate the amplitude. The amplitude dependent natural frequencies 

and damping ratios computed with QL-LSQ exhibited significantly less noise than 

those from the FREEVIB-based methods while also tracking the same underlying 

trend in the nonlinear behavior. To analyze the CPB forced response, the STHT was 

used to filter out the higher harmonic components of the responses and force and 

estimate the velocity amplitude. The subsequent quasi-linear parameter curves follow 

the same trend as the those from FORCEVIB but do so again with less noise and in 
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terms of a univariate curve that simultaneously accounts for the nonlinearity during 

the ramp up and ringdown of the response. Each of these case studies focused on 

modelling nonlinear behavior that is observed in structures containing bolted joints. 

An avenue for future applications of QL-LSQ is to investigate if other types of 

nonlinearities, such as viscoelastic, material, and geometric, could also be 

represented by a model form consisting of B-splines fit using least squares regression. 

In the final case study, the STHT and QL-LSQ were used to generate quasi-

linear modal parameter curves from CPB response data that exhibited effects of modal 

coupling. Currently, modal coupling is very poorly understood and difficult to model. 

This case demonstrated that the identified parameter curves can be represented as a 

function of two modal amplitudes in a 3D space as a means of visualizing and 

interpreting the effects of modal coupling in the CPB. This is a promising approach 

that can be explored further in the future. To quantitatively characterize the coupling 

between resonances, a surface could be formed in the 3D space that maps how 

different modal amplitudes effect the properties of one resonance. This surface could 

be formed by interpolating between the individual 3D curves, or by directly forming it 

in terms of multivariate B-splines that span both amplitude ranges. The most 

significant issue with either approach is that data is needed throughout the amplitude 

space to properly define the surface. This would likely require devising a specialized 

testing methodology that combines sine beats and dwells to efficiently collect 

response data that occurs at a wide range of relative amplitudes to fill in more areas 

of the 3D surface plot. 
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